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Aurora Innovation, Inc. (AUR)
A Dead End

We are short shares of Aurora Innovation, an autonomous trucking company we expect will
never become a viable commercial operation. Aurora projects a vision of an autonomous utopia
in which driverless trucks haul trailers between customers, avoiding both the cost of a driver and
Hours of Service (HOS) restrictions that limit driver hours. But for that to happen, Aurora’s
Driver would have to master hundreds of thousands of suburban roads, and the current crop of
Al-powered self-driving models, including Aurora’s, are incapable of that kind of scale. In the
real world, the only autonomy Aurora might enable is a hub-and-spoke freight system in which
the middle highway miles are driven autonomously while local drayage stays manned. But the
logistical dynamics of that system will make autonomous trucking unambiguously inferior to
direct manned trucking on the vast majority of routes. Worse yet, on the small fraction of routes
for which autonomous trucking might be competitive, Aurora’s profit potential will be puny.

The problem for hub-and-spoke autonomy is that drayage — the first and last mile of freight
delivery — is expensive and time-consuming. We demonstrate in detail how the cost and
logistics of drayage will make autonomous trucking slower, more expensive, and less reliable
than point-to-point manned trucking for any freight moving under 1500 miles. While that leaves
very-long-haul shipping as a potentially viable market, the miles traveled in that space are a
mere tenth of the 200 billion in Aurora’s asserted TAM. We also show how Aurora’s pricing on
these routes will also come in far lower than the $0.65-0.85 per mile projected by management
because drayage costs will consume a huge portion of the savings generated by removing the
driver. The implied size of the entire market is just about $10 billion, smaller than Aurora’s
market capitalization of $13 billion.

A hub-and-spoke freight system will also require...hubs. Someone has to incur the hefty real-
world costs of building an autonomous trucking ecosystem. Even a foothold in the freight market
would require massive amounts of hub investment. Aurora’s strategy for getting this done is to
skip out on terminal construction and hope someone else steps up. Unsurprisingly, no one has.
As for the actual trucks, while Aurora claims autonomous trucks will cost the same as
comparable manned ones, executives at Aurora’s OEM partners told us they expect the trucks
will be at least 50% more expensive. We also discovered a wide gulf between Aurora’s
preferred business model and that of the trucking OEMs, who plan on capturing a much larger
piece of the autonomous trucking economics than Aurora seems willing to give up.

In the end, the market for hub-and-spoke autonomous trucking is small, the required investment
is huge, and the profit pool will have to be shared with truck and component manufacturers,
competitors, and service providers such as terminal operators. The economics for Aurora are
awful. Autonomous driving technology is best suited for the extreme density of economic
opportunity in urban areas, and because highway trucking is the opposite, the resultant
opportunity set is just impossibly difficult and too expensive to capture. Aurora investors should
expect a decade of continuous dilution before arriving at a dead end.

Disclaimer: As of the publication date, Kerrisdale Capital Management, LLC and its affiliates (collectively,
“Kerrisdale”), have short positions in shares of Aurora Innovation, Inc. Kerrisdale stands to realize gains
in the event the price of AUR shares decrease. Following publication, the Authors may transact in the
securities of the Company. Please read our full legal disclaimer at the end of this report.
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. Investment Highlights

Aurora promises investors a business model its technology cannot deliver. Its self-driving
architecture has no chance of meaningfully navigating urban and suburban routes over the next
decade, forcing the company to pursue a hub-and-spoke model in which driverless trucks travel
between terminals immediately adjacent to highways, and last-mile manned shippers pick up
and drop off shipments from and to individual customers. Unfortunately, these last-mile pickups
and deliveries dramatically increase route costs and lengthen shipping times, rendering 90% of
truck miles commercially uncompetitive for Aurora. The hub-and-spoke system would also
require the construction and management of many dozens of expensive terminals, but because
of the bleak return prospects, no one has stepped up to the task.

Even for theoretically viable very-long-haul routes, Aurora faces a host of other problems,

including:

(i Its progress piloting, testing, and actually deploying routes has been far too slow.

(i) The classic modular technology architecture underlying the Aurora Driver will probably
be superseded by driverless players pursuing an alternative path more focused on end-
to-end learning that’s cheaper and easier to scale.

(iii) The actual trucks will still take a long time to hit the assembly line and they’ll be
expensive premium vehicles once they’re finally commercialized, limiting their mass
market potential.

(iv)  Aurora’s truck-OEM partners and terminal operators will ultimately garner much of the
profit pool from autonomous trucking, in the far distant future when that profit pool finally
materializes. This is somewhat analogous to how Tesla developed into a viable business
not by just developing electric battery technology, but by building battery electric cars.
Tesla is pursuing a similar strategy in autonomous driving, as is direct Aurora competitor
Torc, which is owned by the largest truck manufacturer in North America, Daimler.

Aurora’s autonomous driver is unimpressive and difficult to scale, and Aurora is going to
badly miss its own deployment projections. Waymo’s robotaxi is operational in 6 different
regions covering 600 square miles and 15,000 miles of road in relatively difficult urban areas. At
the same time, Aurora’s big accomplishment this year has been that its autonomous trucks have
finally been deployed — apparently without the permission of its own OEM partner — and can
cover a whole 200 miles of highway between Dallas and Houston.

Aurora has also spent 4 years testing and piloting its driver on the 600-mile trip between Fort
Worth and El Paso. Despite claiming last year that training its driver for this trip merely “required
bringing online only two new capabilities” relative to the Dallas-Houston lane, deployment still
hasn’t occurred. And in October of last year, Aurora began testing for the 450-mile extension of
this lane to Phoenix from El Paso and announced that it would be done later this year (2025).
More than five years into the Aurora Driver’s development, it’s still taking a year to extend its
capabilities a mere 450 “self-similar” highway miles. Notably, according to the Texas DOT,
Aurora has shied away from testing and training on at least 5 other major highway lanes in the
state, which is curious considering how straightforward management says highway scaling will
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be. Compared to the track record of Waymo’s much more complex and sizable expansion, it's
obvious that Aurora has been having a very difficult time scaling its autonomous model. There
are 50,000 interstate highway miles across America and another 20,000 of state-level highways
and freeways. If it's going to take a year for every incremental 450 miles, driverless trucking is
unlikely to make a dent across America anytime in our investing horizon. The company’s official
guidance is that its autonomous trucks will cover 80% of the sunbelt in 2026 and more than two
thirds of the entire country in 2028. Given the progress so far — or lack of it — we’d bet against
that.

Direct shipping will be beyond the capabilities of the Aurora Driver, which — even if
scalable — can only enable hub-to-hub shipping. The current generation of Al-based
autonomous driving models, which are the basis for both Waymo’s and Aurora’s autonomous
vehicles, can only enable autonomous driving within specifically defined parameters —
commonly called the operational design domain (ODD). That’s because even though the
elements of driving — perception, prediction, planning, and control — are governed by machine
learning algorithms, the algorithms are themselves anchored by precise 3-dimensional high-
definition maps, explicit definitions of environmental features (e.g., stop signs), and an overlay
of explicitly defined rules. The difficulty of scaling self-driving mostly comes down to the
painstaking engineering involved in extrapolating these model elements to new ODDs such as
different weather conditions, lighting, geographic elements, or features of the road, and then
maintaining them as changes accumulate over time.

In the case of Aurora, the geographic ODD is basically 1-45 between Dallas and Houston. For
Waymo, it’s the 6 precisely demarcated sections of the 5 different cities in which Waymos are
available. When Waymo expands to new cities — like they’re doing with Miami and Washington
DC at the moment — its aim is to expand its ODD to “rideshare destinations within this particular
border,” and the distribution of those points is very dense, which makes expansion attractive to
undertake and cost-effective to maintain. The problem for Aurora is that the distribution of points
defined as “truck delivery destinations” — warehouses, distribution centers, etc — is highly
dispersed. Even if Aurora were to get a handle on scaling highway travel across large swaths of
the country, the problem of scaling beyond the highway to the final customer delivery points is —
mathematically speaking — exponentially larger and would require mapping, engineering, and
maintaining hundreds of thousands of miles of road, which is simply impossible in the context of
currently operational self-driving methods.

Consequently, the only technically feasible business model the Aurora Driver can enable is a
kind of hub-and-spoke freight ecosystem in which terminals are strategically placed in locations
right off the highway around the country. Shippers would deliver their trailers to these terminals,
Aurora-driven autonomous trucks would haul them on the highways between terminals, and
customers will pick up the goods on the other end. The trouble with this is that it's expensive,
complex, and the market for it is just not very big.

Hub-and-spoke trucking isn’t usually faster or cheaper than direct human-driven freight,
and it won’t be able to compete on most shipping lanes. The weak link in a hypothetical
hub-and-spoke autonomous trucking system is the first and last mile, or drayage, which will still
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have to be transported the old-fashioned way: by manned truck. Drayage is time-consuming
and expensive, which is widely understood in the intermodal shipping business. As we detail in
this report, shipping to and from a terminal takes a few hours and requires building in time-
buffers to meet terminal scheduling procedures. Those procedures, including delineating cutoff
times and facilitating truck turnaround, also increase the duration of the trip. In addition, a
supposedly key advantage of autonomous trucking — not being subject to human hours-of-
service restrictions — will go to waste about half the time simply due to the business hours of
drayage operators and shippers/customers, which don’t operate 24/7. We therefore expect that
on trips under 1500 miles, autonomous trucking will provide no time-to-customer advantage
over manned trucking. The multiple trailer-transfer points also add potential failure nodes in the
process, reducing overall reliability.

Drayage also adds a significant cost to the shipping process, which we estimate — based on the
disclosures of major first/last mile operators, publicly available price quotes, and conversations
with logistics consultants — at about $1000 in total per trip, or about $500 each for the first and
last mile. Aurora tries to fudge the significance of drayage costs by assuming a price tag of
$100/side and relegating the assumption to the fine print in the footnotes of their investor
presentations. But the reality is that drayage costs drastically reduce the driver savings that
autonomous trucking is meant to enable. The cost of drayage, combined with the absence of
improved service-times and increased logistical complexity, will mean that autonomous trucking
will be structurally inferior to direct manned trucking on any routes under 1500 miles. It also puts
a ceiling on the price that Aurora will be able to charge for the Aurora Driver at about $0.35-
0.60/mile, depending on the distance covered in the trip, which is a lot lower than the $0.65-0.85
that Aurora has guided to.

Aurora’s TAM estimate is delusional. While Aurora often repeats that its TAM is the 200
billion miles driven by “combination trucks” — a statistic from the Federal Highway Administration
— the Bureau of Transportation Statistics from which the FHA gets this data estimates that the
total mileage of Class 8 trucks on trips over 500 miles is approximately 35 billion. This is critical
because even Aurora admits that self-driving trucks aren’t much of an improvement over
manned trucking on one-day trips, so it's unclear why the company keeps repeating pollyannish
TAM numbers when real statistics are readily available. We further estimate that fewer than half
of those 35 billion miles are on trips over 1500 miles. In other words, the true TAM for
autonomous trucking is about 17 billion miles — an order of magnitude lower than Aurora’s
claims.

At the approximate $0.50/mile we believe is the maximum that Aurora would be able to charge
for the software-based driver, that amounts to just about $8.5 billion for the entire market. Even
if the number is slightly higher than that, there’s simply not a large enough market for
autonomous trucking to justify either Aurora’s market capitalization of $13 billion or any major
investment in autonomous trucking that’s going to rely on a hub-and-spoke structure. That may
be at least part of the reason Waymo exited the business two years ago.

The autonomous trucks are going to cost a lot more than regular trucks, and require the
construction of an extensive infrastructure to support their use. Besides a fairly limited
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market opportunity, Aurora has also misled investors about the increased cost structure of an
autonomous truck ecosystem. Based on discussions with employees at Aurora’s own OEM
partners — Volvo and PACCAR - the cost of the truck will be about 50% higher than the current
average price of a Class 8 truck. The increased cost of redundant vehicle systems plus the
autonomy-enabling sensor suite would consume as much as $0.15 / mile, based on our
estimates, of the $0.50 / mile that Aurora could hope to charge for its service, further reducing
the exploitable market size. We also found that Aurora’s partners have very different ideas
about both when factory-scale autonomous truck production will begin and the right business
model for the technology. Particularly significant is that Volvo’s idea of the autonomous trucking
business is to sell an extremely premium product (the truck) with high levels of OEM service,
which is impossible to reconcile with Aurora’s vision of saving its customers money on shipping
costs and keeping some of those savings for itself.

Another aspect of costs that Aurora has simply shrugged off is the need for terminals in a hub-
and-spoke system. Aurora has so far built two small terminals in Houston and Dallas,
respectively, and set aside land for two more right outside Fort Worth and El Paso. But to come
anywhere close to its own 2028 guidance, 40-80 terminals are needed, and the cost will run into
the billions of dollars. At one point Aurora began recruiting a logistics team to undertake this
build-out, but those executives are gone and Aurora confirmed last year that it's not going to be
responsible for building and maintaining the terminal infrastructure or the logistics planning.

We understand that in the quest to achieve the highest possible valuation, Aurora wants to just
provide the software and let everyone else do the dirty work of actually building physical
equipment and infrastructure. But inevitably, that’s going to mean that Aurora’s OEM partners
and terminal operators are going to extract a chunk of the economics that Aurora will try to claim
for itself. In the meantime, the dissonance between Aurora’s aggressive expansion forecasts
and the almost complete lack of progress on the physical means to enable that expansion is
palpable. We believe it signals a massive retrenchment to come in Aurora’s public guidance.

Aurora is stuck. The technology to enable true point-to-point autonomous freight simply doesn’t
exist, and if it ever will, it’s going to be developed by one of Aurora’s growing set of competitors
who are attacking the autonomous driving problem in a completely different (but as yet
unsuccessful) way. For the time being, the best Aurora can do is enable a very kludgy hub-and-
spoke freight system that has extremely limited appeal, with as yet no signs of anyone else
taking up the mantle in helping to build it.
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A Short History of Autonomous Driving

Aurora Innovation Inc: Capitalization and Financial Results

Capitalization Financial Results
Share price ($) $ 645 FY'22 FY'23 FY'24 TTM
Fully diluted shares (mm): Revenue $ 68 S - $ - $ 1
Class A Shares 1,498.0 Cost of Revenue - - - (9)
Class B Shares 339.0 R&D (677) (716) (676) (712)
Dilutive impact of Options 67.4 SG&A (129) (119) (110) (120)
Restricted Stock Units 91.0 Operating Loss $(738) $(835) $(786) $(836)
Total 1,9954

Fully diluted market cap (mm) $12,870
Less: net cash 1,309
Enterprise value $11,561

Source: company filings, Kerrisdale analysis

To place the Aurora Driver in the context of the overall autonomous driving sector, it helps to
have some sense of the evolution of autonomous driving systems. A good place to start is the
2005 DARPA Grand Challenge, in which 23 teams rigged “off the shelf” vehicles to drive
autonomously in a 142 mile race across the Mojave desert. The design philosophy of the
winning team — Stanford University — was simple: “treat autonomous navigation as a software
problem.” Two years later, the racecourse for the 2007 DARPA Grand Challenge was meant to
simulate an urban area, with the entrant vehicles required to obey traffic laws and avoid colliding
with simulated urban obstacles like traffic barrels and utility poles.

The fundamental software architecture of Stanley — the Stanford vehicle that won the 2005
competition and came in second in 2007 — was the basis for the first generation of autonomous
vehicles. This included a sensor layer comprised of laser range finders (primitive Lidar), radar,
and cameras, the output of which would be “interpreted” by a mathematical model (the
“perception” layer of the software). The path of the vehicle would be pre-planned based on a
coordinate map that was given to the contestants beforehand, but would be altered marginally
mid-race based on the placement of obstacles and the need to avoid them (this is the “planning”
layer of the software, and you can think of a more modern “coordinate map” as a sophisticated
online map enhanced with GPS). The plan is then executed by the “control” layer of the
program, which interfaces with the vehicle’s drive-by-wire hardware to carry out throttle, brake,
and steering commands. This general architecture was further augmented with a “prediction”
layer in the 2007 version of Stanley, which was responsible for predicting how the present
circumstances grasped by the perception layer would evolve over the immediate time horizon
(e.g., how would the position of a moving bicycle change from one second to another).

This basic architecture comprised of perception, planning, prediction, and control modules
operating against a backdrop of a fixed map (see the visualization on the next page) continues


https://robots.stanford.edu/papers/thrun.stanley05.pdf
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to underlie the most well-known autonomous driving systems, including Waymo’s current
generation of robotaxis as well as the Aurora Driver. Major upgrades have taken place since the
DARPA competitions 20 years ago. These include the replacement of manually chosen model
parameters and fixed mathematical techniques with GPU-powered machine learning/artificial
intelligence techniques, including transformer-based algorithms that underly the popular LLMs,
that vastly improved first the perception and prediction modules, and then the planning
functionality. Additionally, the mapping foundation has also improved dramatically with precisely
defined road maps augmented with high density 3-dimensional models of the world (i.e., roads
and structures surrounding them) that are accurate down to the centimeter.

Autonomous Driving Architecture
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and Reliable Autonomous Driving Systems

The difference between, say, Waymo’s current autonomous driver and Aurora’s, is in the details
of the system — what kind of roads, scenarios, and visual details both in real life and in
simulation have the models been trained on? How accurate is the prediction layer? And of
course, how precise are the HD maps on which the system relies? But the overall architecture is
the same, and in fact any system that actually “works” today — and that includes Waymo, and to
a lesser extent Aurora and whatever Cruise had before GM shut the project down — is based on
this modular architecture. As a former Waymo engineer who is also familiar with Aurora’s
software stack explained to us, Aurora’s technical approach

it's a reasonably modern approach...fairly up to date with where autonomous vehicle
software is. And the approach they're using is kind of what | would guess for most
autonomous vehicle companies that have been in the business for a
while...reading between the lines of [Aurora’s technical blog posts] is that they're heavily
using machine learning, which everybody is today. It's, | think at this point, pretty clear
that it's the right way to go for perception and for prediction...the set of techniques are
widely known to everybody and the practical path through them, they differ more in the
details than the broad strokes. Some of the details will differ. Exactly how they do
planning with machine learning — there's half a dozen ways that are all quite credible
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today. You could probably throw darts at any of the autonomous vehicle
companies that have been around for at least five years and you're probably
gonna find something quite similar. It's the outliers like Tesla and Wayve that are
doing things maybe a little bit differently.

Before discussing the self-driving attempts by Tesla and Wayve (and Waabi), the primary
reason those companies are approaching the autonomous driving problem differently is that the
current modular-architecture paradigm has very real limitations, which may not be obvious given
the (somewhat justified) hype around Waymo at the moment. Basically, the modular software
stack works really well within the parameters in which it was tested, but not as well beyond that,
making it difficult (though not impossible) to scale.

The way this limitation is expressed in the industry is that the modular architecture works in the

context of its Operational Design Domain (ODD), defined as “the specific operating domain(s) in

which an automated function or system is designed to properly operate, including but not limited
to geographic area, roadway type, speed range, environmental conditions (weather,
daytime/nighttime, etc.), and other domain constraints.” You can see what this means in the
context of Waymo’s stated ODD within the state of California,’ which includes what kind of
conditions the vehicle can handle, which conditions are off-limits (snow or ice, off-road,
mountain roadways), and which exact geographic areas are covered. Expanding beyond the
base ODD is not trivial and requires:

e Alot of manned testing and driving in the new conditions, both in the real world and through
simulation, on which the underlying models can be trained. The models can only perceive
that which they’ve been trained on, which obviously means they can only plan, predict, and
act upon the same. To start, a lot of labeled data is fed into the model, and any time new
phenomena are encountered, the model is to be trained manually. This does get easier over
time, particularly if the new domain parameters aren’t that different from the prior base. For
example, in a recent interview, Drago Anguelov, Waymo’s head of research, explained that
the more cities are under Waymo’s current ODD, the easier it is to expand to new cities
because the similarity to whatever is already in the model increases over time. But it still
takes time and money.

¢ Alot of HD mapping, which allows the vehicle to precisely place itself in 3-dimensional
space, ensuring the performance and safety of the model. HD mapping is expensive, but the
real problem is that it's also expensive to maintain. Every time there’s construction, or a road
pattern changes temporarily, or changes back, the map needs to be adjusted and/or the
model needs human intervention. Applied Intuition, a well-known autonomous software
company, recently estimated that “creating and updating HD maps can cost as much as
$1,000/km, necessitating frequent updates to keep up with changing road conditions.”

I's expensive and cumbersome to scale the industry-standard modular architecture. In the
words of the previously referenced Waymo engineer we interviewed:

' As of January, 2024, and it changes over time.



https://www.cpuc.ca.gov/-/media/cpuc-website/divisions/consumer-protection-and-enforcement-division/documents/tlab/av-programs/waymo-driverless-deployment-odd-20240301.pdf
https://www.youtube.com/watch?v=oNKt1yhY4GY
https://www.appliedintuition.com/blog/hybrid-mapping-strategies
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| don't think there's anything that Waymo or anyone else has done that is like, there are
no secrets in this industry...once you get to something credible, it's just a lot of hard
work playing whack-a-mole with all the different scenarios where these cars do
something wrong and fixing 'em. Unfortunately, that’'s unglamorous and that's why it
takes so much time and money. If it was a question of reading the right paper and
implementing the right algorithm, somebody would do it and be much farther ahead. But
my observation from Waymo, which is arguably farthest ahead is it's just a lot of very
focused hard work and it has to be on the right platform...there's definitely science to
it, but most of it at this stage is doing the painstaking engineering work.

The next generation of autonomous

The expense and difficulty of scaling, in addition to the expense involved in developing and
manufacturing (or procuring) the sensor suite involved in the perception modules (which
includes multiple lidars, cameras, and radars), has not been lost upon industry participants. One
response, most prominently exhibited in Tesla’s full-self-drive v12 (FSD) system, has been to
develop a complete end-to-end Al-based system as a driver. In this system, the sensors take in
the sensor data and spit out control commands. There are no modular layers explicitly doing
perception, prediction, and planning. Tesla is able to do this (or at least try to do this) because
for close to a decade, its cars have been silently collecting driving data in combination with the
visual input from multiple vehicle-mounted cameras. The combined data is used to train a large
neural network, and the resulting model comprehensively processes the camera input into
driving output.

The main advantages of this kind of architecture vis-a-vis the classic modular architecture is that
the model has already been trained on an enormous amount of data (close to 60 billion miles
now compared to merely 75 million real world rider miles for Waymo) and there is much less of
the “painstaking engineering work” described above, including almost zero in the way of
manned testing, manual model overrides, externally applied rules and constraints, and precise
HD mapping. Wayve, a London-based autonomous driving company, is operating on the same
basis as Tesla. As a recent profile in Wired explained:

Wayve's Al operates without high-definition maps or coded interventions and learns
unsupervised from vast quantities of unlabeled real-life or simulated driving videos...by
removing the data “bottlenecks” caused by situation-specific instructions, the cars ought
to drive in a more fluent, human manner. By being smarter and more autonomous, they
ought to be able to cope better with the rare, unpredictable, “long-tail,” or edge-case
scenarios that might confuse the system into crashing...

Waabi, a startup focused — like Aurora — exclusively on autonomous trucking, has taken a
similar tack, though with a heavy emphasis on simulation as a method for generating data on
which its end-to-end model is trained. The three companies don’t all have exactly the same
approach: Tesla has been adamant that the source data from cameras is enough to train the



https://www.wired.com/story/wayves-ai-self-driving-system-is-here-to-drive-like-a-human-and-take-on-waymo-and-tesla/
https://waabi.ai/introducing-the-waabi-driver/
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models and drive the car; Wayve has at least one model on which it's added radar to the
cameras; and Waabi uses all 3 sensor modalities — Lidar, radar, and cameras. But all of them
have been building what is clearly a new generation of autonomous driving software that they
believe will be easier to scale (if it works).

Meanwhile, Waymo hasn’t been sitting on its hands. As Waymo’s Drago said in the interview
referenced above, “generally in this space you want to keep reinventing your [software] stack,
so as these advances occur you want to digest them, you want to be at the forefront.” But also
in that interview, Drago discusses at length what some of the problems are with a true end-to-
end approach, including (among other problems) the difficulty in auditing mistakes the driver
makes (as in LLMs, when the model hallucinates it’s basically impossible to understand why)
and the consequent difficulty in certifying the model for safety. Waymo’s current research is
centered on combining their modular stack “with the ‘world knowledge’ and reasoning
capabilities of LLMs/VLMs to create models specifically applicable to the driving context.”
Waymo has also begun pioneering end-to-end models, though with a greater emphasis on
auditability, ultimately aiming for “an even more generalizable and adaptable driving stack.”

Whether Waymo’s approach is successful in reducing costs, accelerating scale, and improving
performance is uncertain. It's also unclear whether Tesla, Wayve, and Waabi will be successful
with their “extreme” end-to-end approach.? But we know that Aurora has basically settled on the
current generation of self-driving architecture, and as a result, we’re confident that they’ll be
boxed into an operational and economic disadvantage.

lll. The Limits of the Aurora Driver

In a blog post last year, Aurora co-founder and CEO Chris Urmson unambiguously rejected the
end-to-end approaches being explored by, well, everyone else but Aurora:

Those naively attempting to solve self-driving using a pure end-to-end system will find
themselves bogged down in a game of whack-a-mole, much like the folks delivering
large language models have. For example, it’s likely that many chatbots now have an
explicit set of sources that they exclude (e.g. various trolling channels on Reddit). In the
self-driving world, this leads to patching ad-hoc bits of code onto the output (e.g. to
enforce stopping at stop signs rather than mimicking the common human behavior of
rolling through them). Without some systematic, proactive framework, this will descend
into an unmaintainable quagmire of code. For this reason, we expect that any self-
driving system claiming to be “end-to-end” isn’t, or won’t be, in practice. Instead, they will
need to find a solution that leverages all of the advantages of modern Al while ensuring
alignment... data-centric Al systems will outperform hand-engineered systems as

2 We recommend listening to Drago’s discussion about end-to-end versus modular approaches and the
ability/necessity of some sort of hybrid methodology at this point in the interview. We’ve simplified the
presentation of these ideas because in the end, they’re not that relevant to Aurora’s fate.
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https://waymo.com/blog/2024/10/introducing-emma/
https://aurora.tech/newsroom/auroras-verifiable-ai-approach-to-self-driving
https://youtu.be/oNKt1yhY4GY?t=2551
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computation becomes more available. At the same time, the need to verify and
constrain the behavior of Al systems has never been higher, particularly as we
look to improve the safety and productivity of America’s roads. Without
overcoming the alignment challenge, the public and regulators simply will not
accept the technology.

“Alignment” in this case is ensuring that the autonomous driver actually does what it's supposed
to do, and safely. Urmson’s concerns here about whether end-to-models can be properly
aligned are legitimate, and have also been expressed by Waymo'’s research team. The question
is about the limits of this approach.

To begin with, we can observe what the most successful execution of this approach up to now —

Waymo — has accomplished. Waymo currently operates in 5 cities, as follows:

¢ Phoenix — Waymo began operating here in October of 2020, and steadily expanded the
service area around the city over the four years to June 2024. In January 2024, Waymo
announced an expansion of service that would include the freeways in the Phoenix area.
The total area covered in Phoenix is now 315 square miles, up from approximately 50sgm in
2020, 90sgm in 2022, and 180sgm in 2023.

e San Francisco — Waymo began accelerated testing here in February 2021 (after a decade of
driving around the city), started a limited service with “trusted testers” taking rides in manned
vehicles in August of that year, allowed those testers to ride fully autonomously in March
2022, opened a limited service to the public in November of that year, received its California
driverless deployment permit in August 2023, opened to the broad public in June 2024, and
expanded its service area slightly in August 2024. This past May, Waymo was approved to
expand to Silicon Valley but has only been adding riders here slowly. The total SF service
area is 55sqm, with another 27sgm in Silicon Valley.

e Los Angeles — Waymo began mapping LA in 2019, announced future commercial
operations in October 2022, opened to “select members” in March 2024, expanded its
service area slightly in August 2024, and opened to the broad public this past November.
The total LA service area is 89sqm, which was expanded from an initial 63sgm at launch.

e Austin — Waymo announced testing in Austin in March 2023 and the “initial phase of
operations” in the fall of that year. Waymo was still testing with employees-only in March
2024, and opened the service to the public via Uber this past March. The total coverage
area in Austin is 37sgm.

e Atlanta — like Austin, also available only through the Uber app. Waymo began testing in
Atlanta in April 2024, and opened the service to the public just in June.

In addition, Waymo began testing in Miami (January of this year) and Washington DC (in
March), and plans to launch the service in both cities next year. The company also recently
began testing in New York City. In total, Waymo currently serves about 5690 square miles and,
we estimate, approximately 15,000 miles of road. We also spelled out all the timelines above
because while it's clear that the time-to-market between testing and deployment has shrunk, it
remains in the range of about a year. It still takes time and money to expand even with an
enormous training set already underlying the model, and even then, the geographic ODD is
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https://waymo.com/blog/2022/10/next-stop-for-waymo-one-los-angeles
https://waymo.com/blog/2024/03/scaling-waymo-one-safely-across-four-cities-this-year
https://waymo.com/blog/2024/08/expanding-destinations-for-san-francisco-and-los-angeles-riders
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constrained. For example, while Los Angeles officially covers 500sgm, only a fifth of that is in
Waymo’s service area.

It's in that context that Aurora’s very limited accomplishments should be viewed. Aurora was
founded in 2017 and originally aspired to develop self-driving software for both passenger cars
and heavy-duty trucks. Officially, the company hasn't yet jettisoned the passenger vehicle
project, but the last time it was mentioned in the company’s quarterly updates, and only in
passing, was in November 2022. As for heavy duty Class 8 trucks, Aurora began testing these
on Texas roads in mid-2020. In the years since, Aurora has refined the Aurora Driver, and at the
end of April this year, began “regular driverless customer deliveries between Dallas and
Houston.” This was not completely true, as the truck still had a person in the back of the cab
due to Aurora’s (and Waymo’s) inability to convince the Federal Motor Carrier Safety
Administration (FMCSA) to change its archaic rules about vehicle stoppages on the highway.
But it was close enough. Just two weeks after the press release announcing the beginning of
commercial operations, Aurora announced that at the behest of its OEM partner, PACCAR, it
would put a person back in the driver’s seat on these autonomous trips between Houston and
Dallas. Still, we believe CEO Chris Urmson when he says that the driver is not necessary and
that the truck can drive autonomously. We don’t dispute that at all.

But the ability to autonomously drive 200 miles of highway between Houston and Dallas is just
not that impressive. This is not to say that highway autonomy is any less of an accomplishment
than the urban autonomy that’s been Waymo’s focus. Highways, particularly as traversed by a
40-ton truck, have their own complexities — high speeds, heavy weights, extremely long braking
distances, and much higher potential severity of a mistake compared to a 25mph ride in the city.
But these are essentially similar complexities across the entire highway system, which is itself —
in the words of Aurora’s management team — “self-similar” across the country. To get a sense of
where Aurora has been testing its trucks, take a look at the map on the next page from the
Texas Department of Transportation. The map shows all the highways on which autonomous
vehicles are being piloted, tested, and deployed across a range of companies including Aurora,
Kodiak, Plus.Al, Torc, and Waabi.

What the Texas DOT data indicate is that Aurora is deployed along the Dallas-Houston corridor
and testing along the Fort Worth-EIl Paso corridor (we circled these lanes in red). That’s it.
Despite the commercial potential of navigating the “Texas Triangle” (the area encompassed by
the Dallas-Fort Worth, Houston, San Antonio, and Austin metros), or the Houston-San Antonio-
El Paso lane, there’s no indication that Aurora is testing there.



https://www.sec.gov/Archives/edgar/data/1828108/000182810822000125/aurora-3q22xshareholder_.htm
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https://txdot.maps.arcgis.com/apps/dashboards/f4dd9ee9f87447d3ac3cdef192b3910f
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Texas Dept. of Transportation Autonomous Vehicle Deployments

Source: TxDOT
Lanes with an Aurora presence are circled in red

This is possibly justifiable in light of Aurora’s stated priority of launching its first truly long-haul
lane between Fort Worth and Phoenix, a 1000-mile lane spanning 3 states, which Aurora plans
to launch by the end of the year. Aurora began testing the Fort-Worth-to-El-Paso half of the
journey in early 2022, at which time Urmson, discussing scalability and the expansion of the
model’'s capabilities, explained:

So the question is how long does it take to learn a new market. The driving capability is
dramatically transferable...What we do see on Dallas-El Paso is there's just a lot more
construction than there is on Dallas-Houston and so that's a capability we've been
developing. But once we have that capability in place, that looks an awful lot like a El
Paso to Phoenix, for example, the same kind of driving conditions. We're not seeing
anything fundamentally different about that.

And that's part of the thesis and why we think trucking is a really great place to start is
because every bit of freeway looks the same, right? And one part of Texas and another



https://txdot.maps.arcgis.com/apps/dashboards/f4dd9ee9f87447d3ac3cdef192b3910f

| % KerrisdaleCapital

is in Arizona and in Minneapolis, right? And so once we crack that, we expect this
business to scale operationally, whereas we look at the robotaxi businesses that are
working in deep urban environments, we see that much more as a kind of a long-term
technology slog to get through. And so we just see this as a much more exciting scalable
business in the near term.

This is particularly comical given how many miles of road Waymo has mastered since March
2022 (15,000) compared to the Aurora Driver (200). Two years later at its March 2024 Investor
Day, Aurora was boasting again about the ease of scalability:

Now, the self-similarity of this [highway driving] and the R&D investments we make have
allowed us to bring online new lanes in a much more rapid way. And to give you a
specific example of this, Dallas to Houston, which we started operating on first, when we
went to expand that to Fort Worth-EI Paso, a lane of approximately 3x the size in terms
of length or mileage. That required bringing online only two new capabilities, driving
on grades with the engine brake and passing through inland border patrol crossings.
That was it.

Besides the story changing on which capabilities needed to be added, Aurora’s pitch is the
same: highways are self-similar and easier to scale than urban driving. But if scaling the Aurora
Driver from the 200 mile Dallas-Houston Lane to the 600-mile Fort Worth-EI Paso lane was so
effortless, why, after 3.5 years of testing was the system not deployed on this lane
simultaneously with the Dallas-Houston deployment? Even if deployment happens tomorrow,
the fact that it's taken so long, along with Aurora’s total absence on other major highway routes
in Texas, suggests that scalability is much harder than Aurora lets on.

As for the expansion of the lane from El Paso to Phoenix, Aurora said in this past October’s
earnings call that it had just completed mapping the 450-mile route in two weeks, that the
Aurora Driver “navigated a vast majority of the lane autonomously in its first-round trip,” and that
it expected to begin a pilot in the first half of 2025. In May they confirmed the pilot began in
April. The length of time it takes to expand an already existing route by just 450 miles onto a
highway that Aurora says is highly similar to what its Driver is already familiar with will be a
significant test of Aurora’s claims regarding scalability. It should be a slam dunk, but if five years
into the system’s development it takes a full year to add 450 “self-similar’ miles to the Aurora
Driver's ODD, the road ahead is going to be excruciating.

In its most recent investor presentation, Aurora displayed the map below showing “illustrative
lane expansion through 2026.” It’s just not believable that the small 450-mile stretch (highlighted
in a red box) is taking about a full year to “unlock” and that the rest of the highlighted lanes will
somehow magically enter Aurora’s ODD within the next year and a half.
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Aurora Lane Expansion Guidance Through 2026

lllustrative lane expansion through 2026

Driverless Operations

Source: Aurora May 2025 Investor Presentation

The FHA records that there are about 50,000 miles of interstate highway and about 70,000
miles if you include other freeways and expressways. Given what we know about Aurora’s
ability to expand its driver ODD up until now, even partial coverage of the interstate highway
system is very far away.

Aurora’s Driver off the highway

Beyond the highways, though, is where the business model falls apart for Aurora. While a
typical truck route might be comprised of mostly highway miles, freight delivery doesn’t start or
end on the highway; it starts at some shipping destination and ends up at the customer. This
actually presents a massive problem for Aurora because even if you grant that highways are
self-similar and that Aurora might be able to eventually scale its highway driving, shipments still
need to be able to get from the shipper to the highway and then from the highway exit to the
customer.

For Waymo (and other autonomous rideshare hopefuls), the strategy is straightforward:
geofence a particularly dense urban area, map it, master the roads, and that area is now part of
the autonomous ODD. The engineering maintenance is not cost-prohibitive because geographic
density makes it easier to accomplish, at least partly through the constant movement of



https://ir.aurora.tech/_assets/_2f598d21c58b80e4dd428f690d6aac67/aurora/db/856/8021/pdf/Investor+Presentation-+May+2025.pdf
https://www.fhwa.dot.gov/policyinformation/statistics/2023/hm220.cfm
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autonomous vehicles through the area and the rapid feedback they provide. Waymo has now
done that in 6 different locations covering a total of about 600sgm.

Aurora doesn'’t have this option because shippers and customers aren’t geographically
concentrated. While the geographic distribution of points defined as “rideshare destinations” is
extremely dense, the distribution of warehouses and other potential shipping-customer
endpoints is not. These facilities tend to be sprawled over large areas outside cities. “Unlocking”
Class 8 truck destinations and incorporating them into the Aurora Driver ODD would mean
mapping, testing, and maintaining hundreds of thousands of miles of road, which is totally
unrealistic using the current standard of autonomous software architecture.® As a former Aurora
engineer told us:

There's 80,000 warehouses or potential customer endpoints in Dallas, or “logistics
facilities” that truckloads could start and stop at. There's 80,000 alone in Dallas...even if
we write off half of those as just irrelevant or the wrong business or whatever...That's
40,000. Imagine doing a rules-based approach [i.e., modular architecture] and starting to
unlock all those different locations... there's all these routes and different turns and
capabilities that you need to individually look at, some engineer needs to look at and
say, okay, this is how the truck should handle it. This is how it currently is handling it. Let
me tweak this, let me add a rule here. Every time this light is yellow, don't push it. Or
whatever the rule is...then, you gotta sort of manage them over time. Like, “does
anything change here with this traffic light or this capability or this situation?” and monitor
performance.

Needless to say, this isn’t going to happen. Aurora knows this and there are basically two ways
that it’s tried to finesse this problem with investors. The first is to promote autonomous trucking
as a hub-to-hub service. The idea here is that autonomous trucking terminals will be built across
the country at strategic locations that are right off the highway (thus easier to map, engineer,
and maintain). Aurora-driven autonomous trucks would haul goods between terminals while
shippers and customers would use the terminals as hubs for shipping or pickup, respectively.
We address the economic feasibility of hub-to-hub autonomous trucking in the next section and
conclude that the market is small, the revenue potential is limited, and the costs are significant
(for example, who’s going to build the terminals? Aurora doesn’t know just as long as it's not
them). In short, it can work, but the entire market is not much bigger than Aurora’s current
market capitalization and can’t possibly justify the investment.

Aside from the terminal-to-terminal service, Aurora says it “plan[s] to unlock customer endpoints
to augment our terminal footprint.” According to the company

We're putting in place today the pieces, particularly with some of our larger customers
that have natural consolidation points already in the network, be that a large sortation

3 While the total highway road length might be 70,000 miles, adding major arterial roads in both rural and
urban areas amounts to an incremental 155,000 miles according to the FHA, and it gets exponentially
longer as you move from major arterial roadways to more extended parts of the road network.
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facility, a big distribution center, their own terminals where they're doing a lot of their
operations out of, to allow our trucks to drive and ultimately their trucks to drive directly
to their location...To give you an example of how complex is this one, when we drive to
Houston today, our trucks drive right past the entrance to one such location. We're
already driving to many of these regions. We expect that that rapid incremental
capability, the ability to bring that online, will allow an increased growth in our network.
It'll allow us to make our network more capillary, augment our terminal coverage, and
ultimately increase the value of our product to our customers...

Essentially, some customers have facilities that are themselves strategically located (“natural
consolidation points”) and so those locations can be part of the hub-to-hub network. This
sounds great in theory, but in practice the proportion of trucking mileage that fits these criteria is
small. Large potential customers whose business is trucking — like Werner, Hirschbach, and
Schneider, all of whom have (or had in the case of Schneider) relationships with Aurora and
other autonomous trucking companies — are in the business of shipping direct for their
fragmented and geographically dispersed customer base.

Finally, we would note that on its earnings calls, Aurora’s management sometimes teases the
implication that its Aurora Driver will be easily extendable to non-highway trips. A great example
was at last year’s investor day:

| say road network...and not highway network only, because our trucks do drive off
highway. They drive through industrial urban type settings. They drive on surface streets
to get to, for instance, our terminal in Houston.

It's hard to overstate how disingenuous this is. To get an idea, on the next page is a map of the
Houston terminal, and you can easily see that the terminal is less than half a mile away from the
highway exit and requires one turn and a single arterial road to be traversed between the
highway and the terminal. To insinuate that this somehow shows that Aurora’s Driver regularly
drives through industrial urban-type settings is just ridiculous. What makes it even more
misleading is that the other 3 Aurora terminals — in Palmer (south of Dallas), Aledo (west of Fort
Worth), and El Paso — are even closer to the highway than the one in Houston, and much more
remote (none of them are actually in the cities which Aurora labels them as, except for the
Houston terminal).



https://www.google.com/maps/place/Aurora+South+Dallas+Terminal+-+DAL/@32.434476,-96.6604925,383m/data=!3m1!1e3!4m6!3m5!1s0x864ec5964ca5d931:0xc5ecf61481444b88!8m2!3d32.4342633!4d-96.6589718!16s%2Fg%2F11t5t19dks
https://www.google.com/maps/place/Aurora+Fort+Worth+Terminal+-+FTW/@32.7486261,-97.6353613,41034m/data=!3m1!1e3!4m6!3m5!1s0x864e0f9853eca001:0xea0a326103cd95c0!8m2!3d32.7238222!4d-97.5819036!16s%2Fg%2F11s42xbn72
https://www.google.com/maps/place/Aurora+El+Paso+Terminal+-+ELP/@31.6565111,-106.2362086,386m/data=!3m1!1e3!4m6!3m5!1s0x86e76bbb03f17577:0x345fdfc02d8835ad!8m2!3d31.6568447!4d-106.2346322!16s%2Fg%2F11t6z3qsw_
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Aurora Houston Terminal: Proximity to 1-45
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Three times over various earnings calls over the last two years, Aurora has aired video that
shows various scenarios its trucks have encountered on that half mile stretch in Houston. In 2 of
the 3 times, their truck avoided moving when its sensors caught another car running a red light,
thus avoiding a collision. This is the most basic level of functionality of autonomous mobility and
isn’t at all indicative of effective street driving. The third time, this past May, Aurora showed
video in which its truck encountered a funeral procession, but because the system didn’t
recognize the scene, it called a remote operator for assistance. Aurora claimed that somehow
“the successful interaction with our remote assistance specialist underscores the power of the
complete system's performance...even in the rare surface street scenarios.” In our view it was a
great example of how its system simply wouldn’t be able to handle everyday street driving.

The reality of Aurora’s current technology stack (and that of Waymo’s as well) is that it's only
able to achieve “L4” autonomy. On the SAE scale of autonomous operation, L5 is completely
autonomous and the system “can drive the vehicle under all conditions.” L4 is truly autonomous
driving (i.e. with no involvement from a driver) but “only under limited conditions,” i.e., the
express ODD. L5 autonomy might be possible. The jury’s still out. But if it is, it’s only going to be
achieved by companies that have either begun their development effort on a different
autonomous architecture than the current standard (Tesla, Wayve, and Waabi) or have such a

massive funding base that they can afford to build an entirely new organization within the old
one (i.e., Waymo).

Aurora is neither of these. The fact pattern suggests that it's barely been able to scale its current
architecture on a couple thousand miles of highway, which means that its aggressive guidance
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https://www.sae.org/blog/sae-j3016-update
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regarding its highway lane expansion is extremely unlikely to materialize. Meanwhile, in the
absence of an L5-capable system, an expansion of the Aurora Driver's ODD to the diffuse
network of surface streets leading to trucking customer endpoints is basically impossible. That
means that the best and only hope for Aurora is going to be a hub-to-hub autonomous trucking
model. Unfortunately for investors, the profit potential available to Aurora from this model will be
relatively miniscule.

IV. The Economics of Aurora’s Autonomous Business Model are
Hopeless

At the start of 2028, we expect the Aurora Driver to be operating on lanes that represent
approximately 50 billion vehicle miles traveled annually. For context, the entire U.S. market
is about 200 billion. And notably, over 60% of the 50 billion VMT are associated with these
longer routes, greater than 600 miles, that exceed the traditional hours of service limitations
that exist today for human drivers. But we also plan on continuing to serve these shorter
routes, like Dallas to Houston, where unlocking customer endpoints for LTL customers is
incredibly valuable.

We're trying to create customer value. And you do that by providing more efficient, less
variable driver costs, increasing their revenue per truck opportunity, providing better fuel
economy, and of course, lowering insurance costs...

[The American Transportation Research Institute (ATRI)] expects the total cost on average
to be about $2.25 per mile, with the driver wages and benefits being roughly $0.91 per mile.
That's the DaaS$ [driver as a service] market opportunity that we are going to go after
and also deliver value for our customers... Our indicative DaaS$S pricing range, and
again recognizing we're a few years away from operating our Daa$S business model,
is $0.65 to $0.85, okay? And that's going to vary based on the value that we deliver for our
customers... it's not just about the driver wages and benefits, it's about the other indirect
costs that we can provide value to. We estimate those to be about $0.15 per mile, but this is
about the driver sourcing and reducing driver sourcing and turnover costs, eliminating
workers' compensation, ongoing driver training, and there's other services and overhead
related to driver management that we think we can create real value for our partners.
Sterling Anderson, Investor Day 2024

Unlike Waymo, Aurora has no plans to operate a trucking/shipping service, which is
unsurprising given the logistical complexity of moving freight compared to hailing a cab. The
company also doesn’t plan on getting into the business of manufacturing trucks. To that end,
Aurora has partnered with Volvo and PACCAR, two of the four Class-8 truck OEMs in the US,
and Continental AG, a major truck parts manufacturer. The latter will manufacture “autonomy-
enabled” trucks and related parts, while Aurora plans to operate a subscription Driver-as-a-
Service (DaaS), providing the software driver to truck owners and charging a per-mile fee. The
key to Aurora’s business model is the economic benefit of getting the driver out of the truck, a
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portion of which Aurora plans to capture for itself. That’'s made up of the direct driver cost and
the indirect savings on gas, insurance and logistics with no driver. Anderson’s estimates above
come directly from the American Transportation Research Institute (ATRI) annual survey for
2022, which was current at the time of Anderson’s presentation, and which we lay out in the
chart below (along with ATRI’s more recent survey estimates).

ATRI: Average Truck Marginal Operating Cost per Mile

2022 2023 2024
Vehicle-Based
Fuel Costs $ 064 $ 055 $ 048
Truck/Trailer Lease/Purchase Payments $ 0.33 $ 0.36 $ 0.39
Repair & Maintenance $ 020 $ 020 $ 0.20
Truck Insurance Premiums $ 009 $ 010 $ 0.10
Permits & Licenses $ 002 $ 001 $ 0.01
Tires $ 005 $ 005 $ 0.05
Tolls $ 003 $ 003 $ 0.04
Driver-Based
Driver Wages $ 072 $ 0.78 $ 0.80
Driver Benefits $ 018 $ 0.19 $ 0.20
Total $ 225 § 227 $ 226

Source: American Transportation Research Institute

We would note that the ATRI numbers are not exactly measuring what Aurora says they are.
The survey incorporates all kinds of truck fleets, including those comprised of flatbed,
refrigerated, and other specialized trucks that require human intervention so both the driver and
the automated replacement would cost more. We estimate that for 2024, the direct driver cost of
a typical dry van truck carrying a standard 53’ trailer is $0.95/mile (rather than $1.00), that the
total vehicle-based marginal cost per mile is about $1.20, and that Aurora can maybe shave 5
cents per mile from that, mostly from a slight bump in fuel efficiency as autonomous trucks will
be driving a bit slower. The expected theoretical savings Aurora is working with here is about
$1.00/mile (95 cents from driver savings and 5 cents from other cost savings).

Of that spread, Aurora plans to capture $0.65-0.85 (see our depiction below) across, eventually,
200 billion miles. That number comes from the Federal Highway Administration, which
estimates that combination trucks (large trucks with a trailer) travel about 195 billion miles
annually in the US, 50 billion of which are lanes that Aurora plans to serve by 2028. Of those 50
billion miles, about 30 billion are driven on trips longer than 600 miles according to Aurora,
which, based on legal restrictions on truck drivers’ daily hours, is the approximate distance at



https://truckingresearch.org/2025/07/an-analysis-of-the-operational-costs-of-trucking-2025-update/
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which a truck drive becomes a 2-day trip.* Aurora has consistently asserted that those are the
trips most ripe for capture by autonomous trucks because autonomous trucks don’t have to stop
for the day after 11 hours of driving like human drivers do. So in addition to saving on the direct
and indirect costs of the truck driver, autonomous trucks mean — theoretically — faster deliveries
and better asset utilization for the truck owner.

Aurora’s Market Opportunity:
Autonomous vs Manned cost per mile (CPM)

Autonomous CPM Manned CPM

Fuel $ 046 Fuel $ 048
Other Vehicle Costs $ 0.73 Other Vehicle Costs $ 0.73

Pre-Driver Cost $ 1.19 Driver $ 0.95
Spread to Manned CPM  $ (0.97) Total $ 2.16
Aurora Driver $ 0.75

Autonomous CPM $ 194
Net Discount $ 0.22

Source: Company presentations, Kerrisdale analysis

Put it all together, and Aurora sees its TAM as about $150 billion (200 billion miles at 75¢c/mile),
of which about $25 billion will already be in its crosshairs in less than 3 years. Aurora’s 2028
revenue target of “over $1.3 billion” is just about 5% of that.

Except that this business model is built on a foundation of overstated and tenuous assumptions
that don’t withstand scrutiny. To begin with, in the context of the hub-and-spoke system in which
autonomous trucking makes sense, the advantage of autonomous trucking will be avoiding the
cost of the truck driver over the middle miles, which comprise the bulk of the trip. What Aurora’s
oversimplified economic model doesn’t account for is the cost — in time, complexity, and money
— of the first and last mile of shipping. But a rigorous assessment of those costs reveals that
autonomous trucking is not really a viable business.

What intermodal shipping says about cost of hub-and-spoke freight

Intermodal shipping is hub-and-spoke freight with a train in the middle: the shipper trucks goods
to a rail terminal, where the trailer is transferred onto a train, which carries the goods to another
rail terminal. At the destination terminal, the trailer is again hitched to a truck, which delivers it to
the customer. Both intermodal and autonomous trucking are a synthetic combination of three
different trips — a long stretch of freight moving at low cost between centralized terminals,
surrounded on each end by relatively expensive but short trips (drayage in industry parlance).

4 The FMCSA rule is that drivers can drive a maximum of 11 hours within a consecutive 14-hour window
after 10 consecutive hours off duty. This becomes, effectively, 11 hours every 24 hour window.
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For almost any intermodal route, a shipper can choose instead to ship by truck over-the-road

(OTR), which would carry the shipment directly from the point of origin to the destination.

Compared to OTR, intermodal is a bit slower, though not because trains are slower than trucks;

in fact, the middle mile on the train takes about the same time as on a truck after accounting for

hours-of-service limitations on truck drivers. Intermodal takes longer because of the logistical

delays associated with coordinating three different trip legs:

o First mile (1-2 hours): At the trip’s origin, a truck driver has to transport the container from
the shipper to the rail terminal/ramp and has to get there before the assigned load-time.

e Origin terminal (2-4 hours): Generally there’s a cutoff time by which the trailer has to have
been dropped off before the train leaves.

e Destination terminal: (2-6 hours): The containers have to be unloaded from the train onto the
intermodal yard.

o Last mile (1-2 hours): The trucker has to get to the ramp on time, pick up the trailer, and
drive it to the customer.

On net, this adds 6-14 hours vs. direct OTR transport, and depending on arrival times and
customer schedules, things can get pushed out a further 12 hours to the next day. The time
penalty, multiple points of friction, and lack of control over the shipping process once the goods
leave the shipper, make intermodal slightly slower and less reliable than OTR shipping. As a
result, though the magnitude varies by region, shipping lane, distance, and season, intermodal
requires a discount to incentivize its use. On a comparable basis, i.e., on an identical lane,
intermodal saves the shipper 15-25% over OTR on average. The discount is recorded by the
Journal of Commerce’s Intermodal Savings Index, depicted in the graph below, in which 100
represents intermodal parity with OTR and the amount over 100 is the intermodal pricing
discount compared to OTR (so, e.g., 120 implies a 20% intermodal pricing discount).

Journal of Commerce: Intermodal Savings Index
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The relevance to autonomous trucking is that it's going to be affected by the same logistical and
reliability issues as intermodal, albeit to a slightly lesser degree because truck schedules will be
more flexible than train schedules. Autonomous trucking will be subject to the same first and last
mile delays we listed above for intermodal, plus some portion of the cutoff time requirements,
wait times, and truck turnaround delays at the terminals. Autonomous terminals will also be
subject to the same “next-day” issue as intermodal ramps — if a shipment arrives late in the day
or overnight, it’s likely to be picked up and delivered to the customer only on the following day.

For both intermodal and autonomous trucking, the middle mile is essentially uninterrupted, with
no need to stop until the destination terminal.® But both modalities are subject to the same
frictional dynamics at each end of the trip, which offset much, and often all, of that middle mile
advantage. The complex multi-step logistics involve several independent moving parts, each
affected by different factors (traffic, accidents, variable road conditions), so timing and reliability
are going to necessarily be inferior to direct shipping.® We summarize the factors affecting the
total transit times of the different shipping modalities in the below table.

3 Shipping Modalities: A comparison

Autonomous
Trucking Legacy OTR | Intermodal
Drayage delays 6-12 hours None 12-24 hours
Speed 60MPH 70MPH 40MPH
Hasto stop for | Maximum 11
Travel .
. ~3 hours every i hours driving None
Constraints
23 hours every 24 hours

Source: Kerrisdale analysis

5 This isn’t completely true for autonomous trucks, which will be required to undergo a full and detailed
45-minute inspection once every 24 hours based on the current regulatory recommendations by CVSA.
These inspections will have to be done by humans at autonomous truck terminal sites. Considering that
a) these sites cannot possibly be perfectly located so that every truck can go 23 hours and then land at
an inspection facility and b) that these sites will likely be subject to the same sort of scheduling and
queuing dynamics as the trailer transfers albeit at a more modest rate (probably), we assume an average
of a 3 hour stop every 23 hours. This is likely to be very charitable to the autonomous trucking model.

6 Intermodal terminals are planned using queuing and network theory (mathematical modeling). An
autonomous trucking terminal will have: first mile manned trucks leaving trailers behind, autonomous
trucks picking up trailers, autonomous trucks unloading trailers, last mile manned trucks picking up those
trailers, space for trailers left overnight, and specific procedures for truck inspection. The complexity and
randomness guarantees wait times, and it’s not going to be that different from intermodal ramps.



https://www.fleetowner.com/technology/article/55135448/cvsa-and-kodiak-remove-autonomous-truckings-inspection-hurdle
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The implications for delivery timing are depicted in the graph below, which charts our estimates
for average shipment transit time at varying distances.

3 Shipping Modalities: A Comparison of Service Times
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The chart compares the length of time it takes for a shipment to go from origin to destination over 3
different shipping modalities — Direct OTR trucking (in blue), hub-and-spoke autonomous trucking (in red),
and intermodal (in green). So, for example, on average, a shipment that's going 500 miles will take 7 hours
on a direct truck shipment, 17 hours on hub-and-spoke autonomous trucking, and 30 hours on intermodal.
The kinks in the line representing OTR trucking occur every 750 miles, or the approximate distance that
can be covered over the course of 11 hours in a manned truck, which is the maximum that can be driven
in a single day within HOS limits. So if 700 miles can be covered in 10 hours, 800 would take close to 24
hours given the 13 hours of break time. At 100 miles, autonomous trucking and intermodal are at a
significantly higher trip length due to drayage.
Source: Kerrisdale estimates and analysis

It seems clear to us that up until the approximate limit of a single day’s drive for a manned truck
(about 700 miles, contrary to Aurora’s 600-mile claim), there’s no contest as to which modality
provides the best service: OTR manned trucks, which can go directly from shipper to customer
with no terminal interactions or dray legs. Between 700 miles and about 1500 miles, the
distance at which it would take two days for an OTR shipment to travel, the time-to-destination
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will be about the same for hub-and-spoke autonomous trucking and OTR because even though
autonomous trucks don’'t have HOS restrictions, the dray legs add time. Beyond 1500 miles is
where autonomous trucking might legitimately provide a superior service, at least timing-wise.

The bottom line is that in a futuristic system of freight transport in which autonomous hub-to-hub
trucking competes with direct point-to-point OTR, on most trips autonomous will provide no
timing benefit but would still suffer a friction and complexity penalty.

The Cost of Drayage

Besides the timing delays introduced by drayage, there’s also the financial cost. Drayage is just
a specific case of local shipping via truck either to or from an intermodal ramp (at a port, rail
station, or future autonomous truck terminal). You can infer average drayage rates from the
financial results of large intermodal marketing companies (IMC), whose primary business is to
coordinate the intermodal transportation chain for customers and who often use their own fleets
for drayage. The largest and most efficient of these is JB Hunt, which discloses its intermodal
segment expenses, revenue/load, and average distance per load (about 1700 miles over the
last few years).

Assuming a gross margin percentage in the 10-14% range and a cost per mile of rail of about
$1, we estimate that Hunt's cost of drayage per load has been over $900 over the last 3 years,
or more than $450/side. Tack on a 10% gross margin to the customer, and you get over
$500/side, which is about the sense we got from quotes on Drayage Directory, where you can
get spot drayage quotes for any major metropolitan area in the US, and conversations with
shipping consultants. Of course it’s true that Hunt's drayage cost probably varies by distance
and region, but that will also be true for a hypothetical national network of autonomous truck
drayage. The $500 is a pretty good rule of thumb to use for drayage cost at each side of the
autonomous middle mile.”

7 It's worth noting that the cost of drayage is only very loosely related to the distance covered, though that
changes as the distance from hub increases beyond about 30 miles. Transporting a trailer 25 miles to and
from the port/terminal/hub is not much more expensive than a 5-mile trip. There are two reasons for this:
a) The customer is paying per-trip rather than per-mile. These short trips take a lot longer per mile
given traffic and load/unload wait-times, which mean the truck can only make 2-3 trips daily.
b) Over a third of the cost of drayage is fees that accrue to the terminal owner as compensation for
running the terminal. We expect these fees to be just as high, if not higher, for autonomous
trucking drayage, considering their lack of scale.



https://www.drayage.com/directory/city.cfm?category=rates

| % KerrisdaleCapital

It's easy to see the role that drayage will play in the overall price of shipping in an autonomous
trucking system: the total cost of shipping will be, on average, 1) $1000 in drayage plus 2) the
autonomous middle miles. To go back to our original table comparing manned and autonomous
cost per mile, a more accurate comparison looks like this:

Aurora’s Market Opportunity:
Autonomous vs Manned cost per mile (CPM)

Autonomous CPM Manned CPM
500mi | 1000mi | 1500mi | 2000mi
Fuel $ 046 $ 046 $ 046 $ 046 Fuel $0.48
Other Vehicle Costs $ 073 $ 073 $ 073 $ 0.73 Other Vehicle Costs  $0.73
Drayage ($1000) $ 200 ¢ 100 $ 067 $ 0.50 Driver $0.95
Pre-Driver Cost $ 319 $ 219 $ 185 $ 1.69 Manned CPM $2.16
Spread to Manned $ (1.03) $ (0.03) $ 031 $ 047
Aurora Driver @ $0.75 $ 075 $ 075 $ 075 $ 0.75
Autonomous CPM $ 394 $ 294 $ 260 $ 244
Discount to Manned $ (1.78) $ (0.78) $ (0.44) $ (0.28)
Source: Company presentations, Kerrisdale analysis

The impact of $1000 in drayage will depend on the total mileage of the trip. On a 500 mile trip,
drayage adds a full $2/mile resulting in a CPM of $3.19 even before the cost of the Aurora
Driver, making it impossible for autonomous trucking to compete on such a (relatively) short
route. Such short routes often don’t even make sense on intermodal, where the middle mile on
rail is much cheaper than an autonomous truck. At longer distances, Aurora fares only slightly
better:

e There’s almost no distance at which Aurora can charge $0.75/mile and maintain a discount
compared to the $2.16/mile of manned OTR trucking.

e For a 1500-mile shipment, the cost-per-mile before the Aurora Driver fee is $1.85. At this
distance, hub-and-spoke autonomy will still require a 10% discount to direct OTR trucking
due to the increased complexity, reduced reliability, and lack of timing benefit. If the cost
ceiling at that range is about $1.95 (10% lower than the $2.16 OTR cost), Aurora has just
$0.10/mile in potential pricing, which is below the profitability threshold.

e Even at 2000 miles, where autonomous hub-and-spoke freight provides a faster service
than OTR and can be priced at parity, the spread available for Aurora to capture is less than
$0.50/mile.

To visualize this, we put together the two different graphs. The first, on the next page, simply
depicts the total cost per delivery for manned OTR vs. autonomous truck without any charge for
the autonomous driver. In other words, as per the table above, the pre-driver cost including
drayage in autonomous trucking versus the total manned OTR cost. On the second graph, the
bars depict the difference between the two series in the first chart on a per mile basis.
Essentially, this is how much Aurora could charge for the autonomous driver and have the
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autonomous and manned deliveries cost the same. Finally, the line on the second chart is the
percentage of the total delivery that the hypothetical autonomous fee would comprise.®

End-to-end Delivery Cost: Autonomous (no software fee) vs. Manned
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So, for example, the chart above shows that at about 1000 miles of transit, the average cost of
manned OTR ($2.16 x 1,000 miles = $2,200) is about the same as a hypothetical autonomous
delivery with no driver charge ($1.19 x 1,000 miles = $1,200 plus $1,000 in drayage = $2,200).
At 1,500 miles, the average cost of manned OTR ($2.16 x 1,500 miles = $3,240) is more than a
hypothetical autonomous delivery with no driver charge ($1.19 x 1,500 miles = $1,800 plus
$1,000 in drayage = $2,800). The chart below shows that the difference between these two —
about $440 — comes out to about $0.30/mile ($440 divided by 1,500 miles), or about 14% of the
total manned OTR cost. Theoretically, were Aurora to charge $0.30/mile for a 1,500-mile trip,
the two services — manned OTR and autonomous trucking — would be priced equally.

8 The x-axis on the second chart only begins at 600 miles because the advantage of manned OTR vs
hub-to-hub autonomous trucking at shorter distances is so large, it would skew the depiction of the rest of
the chart, rendering it meaningless and hard to read.
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End-to-end Delivery Cost (continued): Autonomous (no software fee) vs. Manned
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In our view, you can segment Aurora’s potential market by trip length:

e Under 1,000 miles — it's clear that on these trips, hub-to-hub autonomous trucking simply
won’t be able to compete. OTR offers a faster (most of the time) and more reliable service,
and at a cost to the trucking company that’s lower than autonomous trucking even if the
autonomous driver were free.

o Between 1,000 and 1.500 miles — while less clear than on shorter trips, autonomous and
OTR will have similar transit times on these trips. But because hub-and-spoke will be less
reliable and more logistically complex, we expect that a ~10% discount to OTR will be
necessary to compete.® But as can be seen from the chart right above, that leaves nothing
for Aurora to collect for its autonomous driver.

o Over 1,500 miles — it's only on these trips, where autonomous can offer generally faster
shipping times (an advantage that increases with trip length) and where the drayage cost is
amortized over an increasingly large number of middle miles, that hub-to-hub autonomous
might have the opportunity to grab share from legacy OTR services and charge for it.

9 In our discussions with intermodal experts and shipping brokers, the common estimate was that the
ceiling on intermodal prices — usually about 20% lower than OTR — was about half a function of time and
half due to reduced reliability and flexibility.

Kerrisdale Capital Management, LLC | Tel: 212.792.7999 | info@kerrisdalecap.com
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The amount that Aurora will be able to charge for that last category of long trips is not going to
be the $0.65-0.85 that they’re guiding to, and their TAM won’t be anywhere near 200 billion
miles. As the chart above shows, on trips over 1,500 miles, Aurora will be able to charge
between $0.35 and $0.60 per mile. More than that, and the autonomous service will be priced at
a premium to OTR, which will make it unattractive for Aurora’s future customers. We confirmed
in discussions with executives at Werner and FedEx, both of whom are current Aurora partners
and potential customers, that they’ve given Aurora feedback indicating that interest in the
Aurora Driver would wane considerably if it did not offer at least some explicit dollar savings
compared to the status quo.

A major reason for this is that for most shipments, trucking companies have the option of paying
for team trucking, in which a truck is staffed with two truckers who switch off with each other,
each one driving while the other one sleeps in the cab, which erases the HOS constraints that
make autonomous trucking attractive in the first place. Paying a team is about $0.20-0.30/mile
more expensive than paying a single driver, and it’s a lot faster. Most of the time, shippers don’t
choose team trucking because the lower cost of simply using one driver is worth the extra time it
takes for the shipment to arrive. But when speed is paramount, team trucking is the optimal
trucking solution. The cost of team trucking puts a hard ceiling on hub-and-spoke autonomous
trucking pricing, which would require the same 10% reliability/complexity discount to team
trucking we discussed previously. So, if team trucking costs about $2.40/mile on average, the
ceiling on autonomous trucking would be just about $2.16, which is coincidentally at parity with
single-driver OTR. At an average ceiling of $2.16/mile, Aurora’s Daa$S pricing can capture at
most $0.35-60.

How many miles are really in play?

As for how many vehicle miles are in play for Aurora, we believe it's an order of magnitude
smaller than Aurora’s 200 billion mile fantasy. The Federal Highway Administration’s Freight
Analysis Framework (FAF) is a database tool incorporating data and estimates from a wide
variety of sources, both domestically and internationally. Using state and regional databases,
the FHWA estimates that trucks moved 2.4 trillion ton-miles of freight in 2024. It breaks out this
data by length of trip, and estimates that about 390 billion ton-miles were transported by truck
more than 1,500 miles, which is the length of trip at which hub-and-spoke-centered autonomous
trucking can compete.

The capacity of the standard 53-foot dry-van truck trailer (as well as the standard international
and domestic intermodal containers) is 22 tons, and we estimate that the average load is at

least 15 tons.'® 390 billion ton-miles of travel at an average of 15 tons per trip implies a total of
26 billion miles. At a more realistic average of 20 tons, the TAM is 20 billion miles. As a check,

10 | ess than 15 tons and the economics of shipping begin to shift decisively towards less-than-truckload
(LTL) service rather than OTR truckload. We don’t address LTL in this report because the nature of LTL
service requires multiple stops to pick up and drop off freight, which a) requires a lot of human
intervention and b) would require an enormous mapping/engineering effort that we explained in the first
section would be impossible with current technological capabilities.
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another source for trucking data — the Bureau of Transportation Statistics — estimates the total
annual mileage of Class 8 trucks on trip over 500 miles is 37 billion. Based on the FAF splits,
about 40% of those miles would be on trips over 1500 miles, which would make the Class 8
TAM closer to 15 billion. No matter which way you slice the numbers, the addressable market
for Aurora is a whole lot less than 200 billion miles.

At about $0.50/mile, the entire addressable market for autonomous trucking in a hub-and-spoke
system is somewhere between $8-13 billion, which is less than Aurora’s current market
capitalization of $13 billion. The prize here is just not that big, and that’s before we consider the
increased system costs of autonomous trucking.

The trucks and the terminals aren’t free

Hub-to-hub autonomous trucking will need actual physical infrastructure rather than just
software code to enable its operation, and it's going to come out of the $0.50/mile that Aurora is
targeting.

The Trucks

Between 2020 and 2024, the average cost of a Class 8 truck was about $200,000. Using the
universal estimate of a lifespan of about 750,000 miles and the BTS estimate of approximately
95,000 miles driven annually per long-haul truck, the typical truck lasts just under 8 years.
Assuming a high single digit interest rate on a lease, that comes out to about $0.37-0.4/mile
driven, which is right around the ATRI estimate of $0.39 for lease expense per mile."’

In last year’s investor day, CEO Chris Urmson said the following about the cost of the
autonomy-enabled trucks that will eventually be sold by its OEM partners, PACCAR and Volvo:

So cost of the truck. So, one, our OEM and partners are going to decide that. But the
way to think about it is there's minimal kind of new hardware components in there, right?
And the driver parts, the things that you would think of as the expensive parts, are part of
that Hardware as a Service. So, they're on the Aurora side of this, and our customers will
pay us for that over time on a per mile basis. So, the base truck, we expect to be
roughly in line with what it costs to buy a truck today. And | would expect that our
partners, again over time, as this becomes more broadly adopted, there's an opportunity
to depopulate some of the content in the truck and create an even better offering from
our OEM partners to their customers.

M PACCAR, the second largest class 8 OEM in the US and the larger of Aurora’s two OEM partners,
discloses an average interest rate of a bit over 7% for its loan book, which is comprised of financing
buyers of its trucks. That portfolio is composed of loans made over the last several years, with newer
loans at close to a 10% interest rate.



https://www.bts.gov/browse-statistical-products-and-data/surveys/vius/vehicle-stats-state-gvwr-class-and-primary-range
https://www.overdriveonline.com/equipment/article/15678767/how-high-will-class-8-truck-prices-go-with-epas-2027-regs#:%7E:text=And%20keep%20in%20mind%2C%20$195K%2Dplus%20for%202020%2D%2724,wide%20variation%20in%20operations%20and%20equipment%20needs.
https://www.bts.gov/browse-statistical-products-and-data/surveys/vius/vehicle-stats-state-gvwr-class-and-primary-range
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Urmson distinguishes between two kinds of incremental hardware on autonomy-enabled trucks:
a) the hardware (like sensors) directly necessary for the Aurora Driver and b) any other
equipment, systems, or parts that might be necessary in an autonomous truck that wouldn’t be
necessary in a regular manned vehicle. Urmson’s two claims are:

o Whatever they cost, the sensors and hardware necessary for the Aurora Driver are going to
be part of the per-mile fee Aurora charges for the software under its DaaS model so they
don’t actually make the truck more expensive.

e There’s “minimal” new hardware on the truck, so the base truck’s price will be “roughly in
line with what it costs to buy a truck today.”

The first claim is highly misleading and the second claim is flat out untrue.

Let’s start with the self-driving hardware: the sensor suite and the electronic control unit (ECU),
which is the computer brains of the system (including the Nvidia GPUs) that executes the
software and commands of the Aurora Driver. For the current fleet of testing trucks, Aurora
outfitted the trucks manually, with “off-the-shelf” Lidar, cameras, and radar, some specialized
Lidar that Aurora designed on its own, “a server-class computer,” and “all of the bits and pieces
that are required to connect it all together.” This was done in partnership with and on trucks
manufactured by Volvo and PACCAR. For the next generation of trucks, which was supposed to
go live this year but which Aurora announced in July would be pushed off to next year, the
components “will be manufactured by a contract manufacturer (Fabrinet) for integration with the
autonomy-enabled truck platforms produced by” Volvo and PACCAR, with the main advantage
being a 40% reduction in the cost of the computer.

Aurora’s “hardware as a service” (HaaS) plan is slated to come into effect in 2027 with Gen 3 of
the self-driving hardware. The idea is for Continental to manufacture the hardware components
at scale, bringing down the costs even further from the limited contract manufacturing of Gen 2.
Aurora’s proprietary Lidar will at this point have been converted into chip-scale, reducing the
cost of what’s probably the most expensive of the sensors and allowing for automated
manufacturing. Continental will have developed a “fallback system” (Aurora’s words), which
seems to be a cheaper and less capable ECU that will function as a backup in case the primary
system goes out, “further reducing costs by eliminating the need for that redundancy in the
primary computer.” The idea behind “HaaS” is basically that Continental will do all the upfront
design, development, and tooling work for manufacturing the Aurora Driver hardware but
instead of getting paid for it as a vendor by Volvo or PACCAR, Continental will get paid by
Aurora some pre-arranged per-mile amount. The exact number of cents per mile hasn’t been
disclosed by Aurora, and we’re not certain it's even been determined yet.

Still, it should be clear that whatever the amount will be, just because it's pay-as-you-go rather
than up-front doesn't mean that the truck is not more expensive! Even if the MSRP of the truck
increased, most customers would convert that into a pay-as-you-go per-mile fee. It’s called
leasing. It’s also irrelevant whether the per-mile HaaS fee will be embedded in the overall DaaS
fee paid to Aurora or broken out separately as an incremental charge. In the end, either
Aurora’s gross $0.50/mile will net out to less than $0.50, or the customer’s $1.19/mile driving
cost will be higher than $1.19, leaving Aurora that much less spread to collect. The result is
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effectively identical: Even the $0.50/mile we estimated that Aurora could plausibly collect will be
reduced by the hardware costs.

It's worth trying to ascertain what those hardware costs might be. As a point of reference,
Waymo’s co-CEO Dmitri Dolgov said in February of 2024 that Waymo’s Gen-5 model has
$100,000 of self-driving-dedicated equipment added to the base Jaguar I-Pace model. Recent
estimates from the sell-side of the cost of Waymo’s sensor suite, using a bottom-up calculation
of each component of the system, are in the $75,000 range. On the other hand, we found a
credible estimate from BloombergNEF that the “bare-metal” hardware bill of materials for the
lidar, radar, and cameras on Waymo’s Gen-5 vehicle is only about $13,000, which would mean
a total of closer to $20-25,000 once the Nvidia GPUs and the rest of the ECU hardware is
accounted for. Our best guess, based on our discussions with an executive at Continental’s
Advanced Driver Assistance Systems (ADAS) group, is that the “real” cost of hardware is never
just the bare bones cost of the materials; it's also the design, development, and manufacturing
investment that have gone into the hardware, and that given the low volumes of Waymo’s Gen-
5 passenger car (of which about 1500 were produced), those costs — particularly the
honeycomb lidar designed and manufactured by Waymo — were amortized over a very small
number of units resulting in a high system cost per vehicle.

The same Continental executive described this dynamic with respect to his company’s deal with
Aurora: while he couldn’t discuss the exact amounts invested by Continental, it's “in the ballpark
of a lot of hundreds of millions dollars or euros and you have to run then a lot of trucks in
parallel over a long time with a lot of miles to get that money back” through the HaaS agreement
with Aurora (he did not seem optimistic). Continental struck the HaaS deal with Aurora under
Frank Petznick, the head of Continental’s Autonomous Mobility Business Area, who “wanted to
take the risk and wanted to convince the board that this is something that can have a big future”
but left very soon after he struck the deal. As for the next generation of trucks, the Continental
executive told us he “is almost convinced that this is not a business model that will be very
sustainable in the next ten years...I think it'll come back to the more traditional one” in which the

parts and subassembly suppliers get paid on delivery of the hardware.

The upshot is that while Continental might eat the losses for Aurora on the first few thousand
trucks, come the next hardware upgrade cycle, that cost will end up where it belongs — on the
truck itself, where it will increase the cost to the customer, reducing the ceiling on what Aurora
could charge for its software.

That brings us back to Urmson’s second claim, which was that there’s really no fundamental
difference between an autonomy-enabled truck and a regular truck beyond the autonomous
hardware. Executives with whom we spoke at both of Aurora’s OEM partners — Volvo and
PACCAR — were incredulous at such an outlandish assertion. The executive at PACCAR, for
example, said the following:

Our timing for the true redundant technologies which are needed for L4, our SOP [start
of production] is not now, it's down the road, so we keep on being a little surprised when
Aurora is saying “hey it's SOP now.” We think that it's more like years down the



https://podcasts.apple.com/us/podcast/041-the-road-ahead-with-waymo-co-ceo-dimitri-dolgov/id1513388866?i=1000646456456
https://www.wsj.com/podcasts/wsj-the-future-of-everything/driverless-waymo-and-the-robotaxi-raceunder-the-hood/a6d83a3a-a656-4565-889e-5942ff7ed262?gaa_at=eafs&gaa_n=ASWzDAhN8Ltc41oP8Kf1to48g5RNMqkRd3vIi7I_JMSYVxWg4sQ3MHx-Gbdd9wY2WBU%3D&gaa_ts=68405ade&gaa_sig=9duE-Qvph0OrbWFiTkYRIQBJ50Ts_NAmHnmovZpSMJHsvC542KJAmmgDG-dPd74zqHe97eP6MyTcxWWXvnKTHw%3D%3D
https://waymo.com/blog/2019/03/bringing-3d-perimeter-lidar-to-partners
https://www.continental.com/en-us/press/press-releases/continental-and-aurora-partner-to-realize-commercially-scalable-autonomous-trucking-systems/
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road...longer term so probably looking at like 2030, we are prepared to do that
installation in plants so that it's road-ready coming out of our Denton truck plant...you’ll
need to have redundant steering, redundant braking, you need to have a new vehicle
ECU to talk, kind of to be an intermediary between the Aurora L4 driver and our regular
vehicle ECU to be like “turn the lights on” or like “keep the doors locked.”

So there's just things that need to be developed specifically for this program...like,
hydraulic steering is the standard way that commercial vehicles steer, but it will have to
be electronic power steering (EPS) in the future. And that does not exist for commercial
vehicles today...this has existed in passenger cars for a decade now. And so even like
our go to market EPS supplier...where they're advertising like, yeah, we were doing this
for Volkswagen in 2015...well why can't you do that for commercial vehicle? And it's just
the weights and the torques required are so much different between passenger car and
truck that the development paths are completely different.

Another thing: North American commercial vehicles operate on a 12 volt electronic
system today, but for things like electronic power steering or electronic braking systems,
those cannot run on a 12 volt system. They need more power. And so that would require
an entire electrical system architecture change for vehicles in North America to support
and PACCAR, as well as other OEMSs, are looking into that both for the battery electric
vehicle or these autonomous vehicles or even just their combustion engine
vehicles...[it'll be] probably like five to six years [to get to production].

The idea that autonomous trucks will be, as Urmson described, “minimal new hardware
components in there” and “roughly in line with what it costs to buy a truck today” is just false,
and it’s very hard to imagine that Urmson is unaware of the fact that a new generation of trucks
is required for autonomy. The development of entirely new steering and electronic systems is
required in addition to doubling specific content on the vehicles themselves — steering, braking,
electronics — for the redundancy that’s required for autonomous driving. The executive at
PACCAR was certain that just from the standpoint of the actual truck — excluding any of the
hardware and sensors directly related to the autonomous functionality — the autonomous-
enabled trucks would be at least $50,000 more expensive to the customer, but probably more.

While the PACCAR executive could not speak to the cost of the autonomous hardware and
systems that Continental would manufacture, we spoke with a Volvo Trucks manager who has a
wider purview than just the manufacturing side of things. He told us that if a truck were to launch
in 2027 that would incorporate all the research and development dollars that have gone into the
autonomous platform, it would be a “million dollar truck.” Of course, that won’t be feasible but

The first thing [Aurora] says to me is, oh, it's gonna be cheaper because | don't pay for a
driver. Well, no, because it's a very expensive truck, and, you know, we've got our own
R&D cost, obviously, in truck itself without the driver. Aurora has their R&D cost in the
driver and the sensor arrays, so there's that to cover. So I don't think one can look at
this as a huge cost savings. I don't think that's the proper way to look at it, it's not
the way we're looking at it... | think you're not going to see autonomous save a
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bunch of money... it needs to be regarded as a premium service, because of that
extra distance you can cover in a day.

Our name is synonymous with safety, we believe the only real safe way to do this is to
have a redundant truck...That means that there's two steering systems, there's two
braking systems, there's two electrical systems, there's two motion control systems, so
that if one of the systems goes down, we can default over to a backup system. And the
best example of this is the steering system. So right now, in a conventional truck, the
steering pump goes out, the human driver is still connected to the front wheels via a
linkage, so that driver can still control the vehicle and pull over. If you take the driver out
and you only have a computer sending signals to a pump and that pump goes out, what
do you do to control the vehicle? You have to have a backup system. So we've tried to
break down what could go wrong in this vehicle that either keeps it under control or
stops it. We don't have two engines because going faster is not critical, but stopping and
keeping under control are critical, and we put two of them on the truck. So we've
developed that, and we're building that truck from the ground up as an autonomous
enabled truck, and it's supposed to be agnostic as to which driver you put on it.

So I'll just throw out a number, it would be malfeasance at this point for me to try to
sell you a million dollar truck and to take in all the R&D that went into developing
that, plus R&D that went into developing the Aurora driver. In this case, it's going to be a
damn expensive truck, so it'd be malfeasance to sell it to you and say, good luck with it,
and seeing you on your way, knowing that you've got to develop these hubs, knowing
there's going to be an enhanced inspection process behind the trailer, because once you
launch you can't pull over into a weigh station. You can't pull over into an inspection
station. You need to keep moving. So you need to weigh the vehicle, make sure that
trailer is 100% and nothing's going to break on it in the next day. So it's not just walking
around the truck and hitting the tires [to see if] they're inflated, how much tread depth is
there, how much is there left on the brake linings, how far does a piston move? It's
crawling under the trailer and truck to inspect it each and every time, and all the IT
infrastructures that are gonna be required to interact with this truck. You know, it'd be a
huge burden to put that onto a carrier. So all those we’re taking on ourselves.

In other words, while Aurora just wants to sell software, there’s a lot more that has to actually go
into the truck and the servicing of the truck, which is going to be on the OEM and its dealer
network. The Volvo manager mentions the redundancy that we heard about from the exec at
PACCAR, and the fact that the truck itself is going to require hardware and systems — beyond
what’s needed for the autonomous driver — to account for all the consequences of not having a
driver. This is a truck maker that’s actually thinking about selling a truck to a shipping customer
instead of thinking about it like selling software.

Volvo is also not thinking about this as a cost-saving exercise for shippers, but as a premium
service. That’s in stark contrast to the way Aurora pitches its business model to investors. The
dissonance between Aurora’s story and Volvo’s internal view seems fueled by a) the cost of the
truck, which will be much higher than what Aurora would like investors and potential customers
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to believe and b) the characterization of autonomous driving as a “premium service,” which by
definition is not going to be a mass market product that captures large amounts of share.

Contrary to Chris Urmson’s claims, the reality will be that the Volvo and PACCAR trucks running
the Aurora Driver are going to be a lot more expensive than conventional trucks. The leasing
math is very straightforward: everything else remaining equal, every $10,000 increase in the
price of the truck raises the cost per mile of the truck owner by $0.02."2 If, as seems likely, an
autonomy-enabled truck will cost $100,000 more than a comparable current-generation version,
the incremental cost of autonomy will be about $0.20/mile. That's going to come at the expense
of Aurora’s proposed $0.35-0.60 per-mile SaaS fee, and it shrinks Aurora’s real economic
opportunity significantly.

Finally, another claim of Aurora’s with respect to the cost of the truck is that without HOS
limitations, the productivity of a trucking company’s equipment could be doubled, and the
number of trucks in the fleet could be halved, potentially generating significant savings. We've
spoken to a few trucking companies and run the math, and it turns out that this is not very
accurate. First of all, because autonomous trucking will only be economic on long routes, the
percentage of “empty miles” — the miles on the way back from the destination that are driven for
no revenue — will probably increase because on almost any long-haul lane, the demand for
shipping tends to be lopsided (i.e., there’s more demand to ship from LA to Chicago than vice
versa). Even if the miles won’t be completely empty, rates for one of the two directions will be a
lot lower (i.e., at the current time, a dry van truckload from Chicago to LA is 15% cheaper than
from LA to Chicago, reducing the per mile fee by more than $0.30), reducing either Aurora’s
take or the trucker’s profit or both.

But more to the point, there’s little to be gained from “doubling the asset productivity” — if
autonomous driving allows a shipper to run more trips and more miles on each truck at a faster
pace, the trucks will just depreciate faster. If a truck has a lifespan of 750,000 miles,
autonomous driving may allow it to accumulate those 750,000 miles faster, but the shipper will
simply need to replenish its fleet more often. There’s some interest-reduction benefit to leasing
the truck over a shorter period of time, but it's a fraction of the increase in the cost of the truck.

The terminals aren’t going to build themselves

A hub-and-spoke network needs...hubs. Similar to its attitude about trucking equipment, Aurora
has no intention of getting its hands dirty with building terminals. The company has so far built
out terminals on the perimeter of Houston and in the Dallas suburbs (Palmer, TX to be exact). It
also has two tracts of land, one in Alito right outside of Fort Worth and another right outside El
Paso, on which it plans to build terminals, but which are both currently “piles of dirt” according to
a former Aurora executive who'’s currently working for an Aurora competitor. But for future hubs,
Sterling Anderson was clear: “| mean, we talked a little bit about bringing online terminals...now,
our business model really remains asset light so, while the first couple of these we built, we

2 Assuming an average truck lifespan of 750 thousand miles at 95 thousand miles a year and a 9-10%
lease interest rate.
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expect to bring on third parties to do that as we also start moving to customer locations.”
Building terminals is expected to be somebody else’s problem.

This wasn’t always the plan at Aurora. In the spring of 2022, Aurora hired Kendra Phillips to
“lead the company’s trucking and logistics partner programs,” which included “terminal
infrastructure.” Aurora explained that the company “will leverage a network of terminals to
house, maintain, prepare, inspect, and deploy autonomous trucks between destinations” and
that “Terminals will also be key to keeping customers’ trucks on the road to haul freight 24/7/365
— a unique value proposition of autonomous trucks.” We believe that at some point along the
way, Aurora discovered that terminals cost money and aren’t so easy to operate. Phillips quietly
left Aurora in September of 2023, and little progress has been made in the last year on beefing
up a terminal network that’s supposedly going to support 1.3 billion trucking miles in 2028.

The former Aurora executive estimated that a 10-15-acre terminal would cost $10-15 million to
construct, and closer to $20 million if it used to the maximum potential of the area. Additionally,

that size terminal would roughly handle 200 fully utilized AV [Autonomous Vehicle] trucks
that are assigned to that terminal. There's two real bottlenecks. You have sort of a
launching bottleneck where it's like, if | have 200 trucks, let's say | need to be launching
and landing 6 to 10 trucks an hour, something like that, that means | need a lot of space
for these inspections. And then also, even if it's just 15 to 30 minutes to like do the
launch procedure and actually put the vehicle on the road. Then you need space to do
maintenance and hook up the trailers and trucks, and there's big turning radiuses
involved, and trailer parking. Because if you are now asking FedEx and other customers
to come and deliver your trailers and pick up your trailers, well...we've seen this in the
ports where you're gonna start having to charge fees because some trailers will not be
urgent and they'll just leave 'em at your storage and maybe they want to drop it off early
to clear up the FedEx warehouse of space so they drop it off six hours in advance.

So long story short is like, you know, each autonomous mission generates a lot
more truck traffic for this terminal, like drayage in and out for each end and also
parking requirement. So that's why that terminal is sized like that.

To be clear, at the current time, neither the Houston nor Dallas terminals are anywhere near
that size. The size of the Houston terminal is about 10 acres and the one outside Dallas is 5.
But suppose that some third party decided to take up Aurora’s challenge and develop a terminal
system. How many terminals might be needed by 2028, a year in which Aurora says its
autonomous trucks will transit 1.3 billion miles? A very naive calculation would be to assume
each truck does about 190,000 miles (about double the 95,000 that the BTS estimates the
average Class 8 truck travels in the US annually), implying about 7,000 autonomous trucks on
the road. If each one just keeps driving and visits a terminal exactly once a day for trailer drop-
off and pickup and inspection, that would require about 40 terminals, which would be $600-800
million in investment (and that’s without accounting for the purchase or lease of the land, which
by definition won't be cheap if the terminals are supposed to be in strategic locations).



https://ir.aurora.tech/news-events/press-releases/detail/37/aurora-hires-kendra-phillips-former-cto-of-ryder-secures
https://ir.aurora.tech/news-events/press-releases/detail/67/aurora-debuts-industry-leading-commercial-ready-terminal
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In reality, trucks can’t be perfectly timed, traffic and business activity are seasonal, no terminal
is going to be evenly staffed at all hours day and night, and it's basically impossible to permit
and construct exactly 40 evenly spaced-out terminals at 1000-mile intervals for the autonomous
trucks to visit. A better model is inland-port intermodal terminals, particularly smaller ones that
have a maximum capacity of 30-40,000 trailers annually. First of all, nameplate capacity is a
function of peak demand, which only happens a few months of the year (closer to the holiday
season). Average usage (including both the peaks and valleys) is closer to about 75% of peak
capacity. Secondly, we believe Aurora will need a lot more than 15 acres for peak capacity of
200 trucks. The heuristic in intermodal terminal development is about an acre per 2000 annual
container lifts (about 5.5 daily). Based on discussions with intermodal experts as well as a wide
array of intermodal terminal development plans we’ve surveyed, we expect a truck terminal to
need about 60-75% of the space of a rail intermodal terminal.’® So 15-acre terminals will be
able to handle a peak of about 125 trailers/day, or about 100/day on average. Finally, the
terminals require development, from start to finish — permitting, construction, planning, and
management. In the rail business, intermodal terminals are either constructed as components of
massive logistics hubs by real estate developers with the incentive to recruit tenants, or as
smaller 40-50-acre ramps owned and managed by the railroad. In the context of autonomous
trucking, in which the entire point is relative speed to destination, and the terminals are relatively
small, there’s no need or incentive for a developer to get involved, and given the highly
fragmented nature of trucking, it's also unrealistic to expect shipping companies to do this work.

If its own guidance is to be believed, Aurora needs 40-80 terminals built over the next 2 years,
and over a billion dollars in capital invested in them, not to mention a serious logistics planning
effort to manage the system. We struggle to understand who'’s going to put the capital into a
business with a highly uncertain payout if it's not going to be Aurora. In the 18 months since the
investor day, little progress has been made on building out a terminal network. The El Paso and
Fort Worth terminals Aurora called out in March of 2024 are parking lots, and while there’s been
a lot of excitement about autonomous trucks, the actual business requires actual infrastructure.
We think the total lack of progress on this suggests that a) Aurora is well aware that its guidance
is just aspirational promotion and b) there’s just no serious party willing to invest the money.

Aurora’s narrative about the costs and opportunities of autonomous
trucking is highly misleading

Aurora likes to talk about the $1 trillion US trucking market. But a thorough analysis of the
economics of autonomous trucking reveals that the big numbers are just fluff. Very little of that is
available for Aurora to pick off.

3 About half of a typical intermodal terminal’s area is used for the rail, cranes, and trailer parking. We
don’t think autonomous trucks will need as much trailer parking because the entire point of the service is
speed. While that half of the typical intermodal terminal can be eliminated, an autonomous truck terminal
will still need parking for the dray operators waiting in line and for trailers that arrive overnight. There will
also have to be space for the relatively long (45-60 minutes) rigorous inspection required for trucks that
don’t have a driver doing routine tire-kicking.




| % KerrisdaleCapital

Short Lanes

Aurora says that its sweet spot will be long lanes, but that it also plans “on continuing to serve
these shorter routes, like Dallas to Houston, where unlocking customer endpoints for LTL
customers is incredibly valuable.” The LTL customer Aurora has in mind here is FedEx, and it's
true that Aurora can possibly serve some part of FedEx’s Dallas-Houston lane. Aurora’s
Houston terminal is on Fallbrook Drive, the same arterial road off 1-45 in northern Houston as
one of FedEx’s 17 national ground regional sort facilities. The Aurora terminal in Palmer, a
suburb of Dallas, is not as conveniently located relative to FedEx’s Dallas-based regional
sorting facility, but it's 20 miles away and a short trip off 1-45. Given the outsized potential of
FedEx as a customer, and in particular the size of FedEx’s ground sorting operations, it's
probably worth Aurora’s effort to have both of these FedEx facilities mapped and maintained like
any of Aurora’s future autonomous terminals.

FedEx Dallas and Houston Regional Ground Facilities:

Proximity to Aurora Terminals, 1-45
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On the top panel is the trip between Aurora’s Houston terminal and the FedEx Ground sorting
facility in Houston. On the bottom panel is the trip between 1-45 and the FedEx Ground sorting
facility in Dallas. The point on I-45 on the map is 17 miles north of Aurora’s Palmer terminal off I-45.
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But the fact that there is one customer for whom this would work — FedEx — doesn’t mean that
there’s an entire business model to build around short trips, not even the trips between Dallas
and Houston. As we’ve shown, the lack of density of customer end points make point-to-point
autonomous trucking writ large impossible, while the cumbersome and expensive hub-and-
spoke model won’t work on a 200-mile route. The drayage would add $4-5 per mile in cost,
which would make it useless to any potential customer. Aurora’s consistent use of this example
as if it’s indicative of a generalized phenomenon is just misleading.

Drayage

In Aurora’s presentation of its proposed business model, it consistently ignores both the dollar
and time cost of drayage. In its case study of the cost to ship from Fort Worth to Phoenix,
Aurora comes up with a $2.18 cost per mile using its Aurora Driver versus $2.25 for manned
trucking. Aside from the $2.25 assumption being dependent on a misinterpretation of the ATRI
data, in the fine footnote print Aurora says that it assumes $100/side in drayage fees, which is
laughable. There’s possibly no drayage quote in the US that would go that low, and if you
merely assume a still-unrealistic $200/side in drayage, the entire cost advantage of the Aurora
driver is wiped out. In fact, the entire potential profit to the trucker is wiped out. Of course, the
numbers get even more ridiculous if you assume anything remotely realistic like $400-500/side
in drayage costs. The company relies on these sorts of sleights-of-hand to pitch its business
model to investors, when in reality the model simply won’t work if you assume realistic drayage
costs. Meanwhile, the additional time required for drayage is never mentioned, but it’s precisely
on mid-range routes like Fort Worth to Phoenix that the drayage time-penalty makes direct OTR
shipping preferable.

Trucks and Terminals

Aurora has been disingenuous about the increased costs that lie ahead for autonomous trucking
customers. The claims that the trucks won’t be more expensive or that the hardware won’t add
to the cost of the truck fly in the face of both common sense and the OEMS’ plans. It's on this
issue that we sense a fissure between Aurora and its OEM partners, who seem to believe both
that the era of autonomous trucks is going to take longer to arrive than Aurora says and that the
business model is going to be vastly different (and not as beneficial to Aurora or its future
competitors).

Meanwhile, the construction and management of autonomous trucking terminals seems to be as
large an obstacle in Aurora’s way as the inability to scale its autonomous software model. If
hub-and-spoke autonomous trucking is ever going to happen, even at the reduced scale we
believe might be possible, it's going to require a multi-billion dollar investment and real logistics
expertise, both of which are nowhere in sight. And if some savior does come along on this,
we’re certain that they’re going to require a big chunk of the economics Aurora’s counting on for
itself.
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V. Where Does Aurora Go From Here?

We don't think there’s any chance that Aurora’s vision for autonomous trucking will be
implemented. There are just too many holes in it. The “dramatically transferrable” driving
capability on the highway hasn’t been so easy to transfer and autonomous point-to-point
shipping is even farther out of reach as the technology to enable it doesn’t yet exist and
Aurora’s not working on it anyway. What'’s left for Aurora (and autonomous trucking in general,
for now) is a 20-billion-mile total addressable market, a small fraction of overall trucking miles.

One way to think about this market is that 20 billion autonomous miles save about $20 billion in
driver costs but necessitate the construction of an elaborate hub-and-spoke trucking ecosystem.
Of that $20 billion, about a quarter is the reliability/logistics discount to direct OTR shipping.
Another quarter is consumed by drayage. The remaining $10 billion has to be split between the
autonomous driving software, the trucking manufacturers, and the terminal providers/owners.
Aurora’s approach is that they’ve basically disaggregated the different components of the
ecosystem — the trucks, the infrastructure and logistics, and the software — and focused on the
software. This puts Aurora in a bind because at some level it's going to be at the mercy of the
truck manufacturer, who's first in line to get paid directly by the customer, and the terminal
operator(s) providing ongoing logistics services. There’s no good economic rationale for Aurora
to command the lion’s share of the pie.

To make matters more difficult for Aurora, competition is catching up and approaching the
problem differently. Daimler Benz, the largest truck manufacturer in North America with a
greater than 40% market share, is the most significant case in point. In its quest to build
autonomous trucks, Daimler acquired Torc Robotics in 2019. While the Torc subsidiary is
working on the driver software, Daimler, according to its Torc Solutions description, is “not just
writing the code to drive the truck.” Daimler seems to be combining the entire suite of products
and services — the truck, the logistics, and the driver software — intent on capturing as much of
the economics as possible. Admittedly, based on discussions we’ve had with industry
engineers, Torc is a year or more behind Aurora on the self-driving technology, though the gap
is closing.

In addition to Daimler-Torc, Kodiak Al is another autonomous-trucking software company with
an already working technology in isolated use-cases like mining, oil exploration, and the military.
While Kodiak hasn’t yet successfully commercialized their driver software, their approach is the
opposite of Torc’s: Kodiak has partnered with trucking companies like JB Hunt and Werner (the
latter also an Aurora partner) but not with OEMs. For now, Kodiak is fitting individual trucks with
its sensing and actuation hardware, assuming that its software will eventually be able to run on
any autonomy-enabled truck. Kodiak’s engineering approach has been to build a software
architecture that is less dependent on maps and rules than the current industry standard,
though not all the way on the Tesla/Wayve end of the spectrum. Similar to Aurora, Kodiak plans
on charging customers per mile, but has also stated that a per-vehicle license fee may be more
appropriate in certain circumstances.



https://torc.ai/solutions/
https://www.sec.gov/ix?doc=/Archives/edgar/data/1747286/000119312525165628/d948047ds4a.htm

| % KerrisdaleCapital

Waabi is another competitor worth mentioning, particularly as one of its major investors has
been Volvo, Aurora’s primary OEM partner. Volvo has been adamant that it sees self-driving
technology as a kind of “Tier-1 component” and as such is encouraging the presence of several
suppliers. Waabi’s approach has been to build an end-to-end software architecture, but unlike
Tesla and Wayve, using a variety of sensory modalities including cameras, radar, and lidar. The
common theme between Waabi and Kodiak is that given the low human-capital-intensity of the
autonomous software they’re building, their expense structures are much lower than Aurora’s,
with Kodiak’s 2024 R&D merely 6-7% of Aurora’s (Waabi doesn’t have public financials, but has
raised only a few hundred million dollars in its history and has fewer than 200 employees
compared to Aurora’s 1800).

The picture that emerges from the above is a competitive landscape in which several different
autonomous software companies and OEMs are competing for what is, in our view, a very
narrow long-haul hub-and-spoke freight market. While Aurora is ahead from a software
perspective, it's not that far ahead and it's been scaling slowly. We believe it's only a matter of
time before other competitors join the fray. In that context, Aurora is just one company vying for
the software portion of what we estimate to be a $10 billion market comprised of software,
hardware, and logistics services. Even if it were the only company, the typical valuation of a
company like that is in the sub-$1 billion small cap range. That’'s where we expect Aurora to
trade, and where we believe it will as the limits on autonomous trucking become clear and the
air comes out of the tires of autonomous hype.
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Full Legal Disclaimer

As of the publication date of this report, Kerrisdale Capital Management LLC and its affiliates
(collectively "Kerrisdale") have short positions in the stock of Aurora Innovation, Inc. (the
“Covered Issuer”). In addition, others that contributed research to this report and others that we
have shared our research with (collectively with Kerrisdale, the “Authors”) likewise may have
short positions in the stock of the Covered Issuer. The Authors stand to realize gains in the
event that the price of the stock decreases.

This report is not a recommendation to short or sell shares of any company, including the
Covered Issuer, and is only a discussion of why Kerrisdale is short the Covered Issuer. We are
not your financial advisor and we do not owe a fiduciary duty to you. We don’t recommend that
you do anything whatsoever — we don’t even know who you are.

Following publication of the report, the Authors will transact in the securities of the Covered
Issuer. The Authors may buy, sell or short shares of the Covered Issuer and other securities
covered herein subsequent to publication. The Authors will continue to transact in the Covered
Issuers’ securities for an indefinite period, and such position(s) may be long, short, or neutral at
any time thereafter regardless of the Authors’ initial position(s) and views as stated in this
report. Kerrisdale will not update this report to reflect changes in its positions.

All content in this report represents the opinions of Kerrisdale. The Authors have obtained all
information herein from sources they believe to be accurate and reliable. However, such
information is presented “as is,” without warranty of any kind — whether express or implied. The
Authors make no representation, express or implied, as to the accuracy, timeliness, or
completeness of any such information or with regard to the results obtained from its use. All
expressions of opinion are subject to change without notice, and the Authors do not undertake
to update or supplement this report or any information contained herein.

This document is for informational purposes only. It is not intended as an official confirmation of
any transaction. All market prices, data and other information are not warranted as to
completeness or accuracy and are subject to change without notice. The information included in
this document is based upon selected public market data and reflects prevailing conditions and
the Authors’ views as of this date, all of which are accordingly subject to change. The Authors’
opinions and estimates constitute a best efforts judgment and should be regarded as indicative,
preliminary and for illustrative purposes only.

This report discusses estimated fair values of securities and companies, utilizing valuation
methodologies. Such estimated fair values are not price targets and the Authors will not hold
securities until such estimated fair values are reached. The Authors may change their estimates
of fair values at any time in the future without updating this report or disclosing the new fair
values publicly. The Authors will also transact in the securities of the Covered Issuer and any
companies covered herein for many reasons that have nothing to do with the Authors’ estimates
of the securities’ fair values. The estimated fair values only represent a best efforts estimate of
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the potential fundamental valuation of a specific security, and are not expressed as, or implied
as, assessments of the quality of a security, a summary of past performance, or an actionable
investment strategy for an investor.

Any investment involves substantial risks, including, but not limited to, pricing volatility,
inadequate liquidity, and the potential complete loss of principal.

This document does not in any way constitute an offer or solicitation of an offer to buy or sell
any investment, security, or commodity discussed herein or of any of the affiliates of the
Authors. Also, this document does not in any way constitute an offer or solicitation of an offer to
buy or sell any security in any jurisdiction in which such an offer would be unlawful under the
securities laws of such jurisdiction. To the best of the Authors’ abilities and beliefs, all
information contained herein is accurate and reliable. The Authors reserve the rights for their
affiliates, officers, and employees to hold cash or derivative positions in any company discussed
in this document at any time. As of the original publication date of this document, investors
should assume that the Authors are short shares of the Covered Issuer and stand to potentially
realize gains in the event that the market valuation of the company’s common equity is lower
than prior to the original publication date.

The Authors shall have no obligation to inform any investor or viewer of this report about their
historical, current, and future trading activities. In addition, the Authors may benefit from any
change in the valuation of any other companies, securities, or commodities discussed in this
document.

Kerrisdale does not provide investment advice to the readers of its reports. You understand and
agree that Kerrisdale does not have any investment advisory relationship with you and does not
owe fiduciary duties to you. Giving investment advice requires knowledge of your financial
situation, investment objectives, and risk tolerance, and Kerrisdale has no such knowledge
about you. In no event shall Kerrisdale and the Authors be liable for any claims, losses, costs or
damages of any kind, including direct, indirect, punitive, exemplary, incidental, special or
consequential damages, arising out of or in any way connected with any information presented
in any Kerrisdale report. This limitation of liability applies regardless of any negligence or gross
negligence of Kerrisdale and the Authors. You accept all risks in relying on the information
presented in this report.

The information contained in this document may include, or incorporate by reference, forward-
looking statements, which would include any statements that are not statements of historical
fact. Any or all of the Authors’ forward-looking assumptions, expectations, projections, intentions
or beliefs about future events may turn out to be wrong. These forward-looking statements can
be affected by inaccurate assumptions or by known or unknown risks, uncertainties and other
factors, most of which are beyond the Authors’ control. Investors should conduct independent
due diligence, with assistance from professional financial, legal and tax experts, on all
securities, companies, and commodities discussed in this document and develop a stand-alone
judgment of the relevant markets prior to making any investment decision.
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You agree that any dispute between you and Kerrisdale or the Authors arising from or related to
this report or viewing the material presented herein shall be governed by the laws of the State of
Florida, without regard to any conflict of law provisions. The failure of Kerrisdale to exercise or
enforce any right or provision of this Full Legal Disclaimer shall not constitute a waiver of that
right or provision. If any provision of this Full Legal Disclaimer is found by a court of competent
jurisdiction to be invalid, the parties nevertheless agree that the court should endeavor to give
effect to the parties’ intentions as reflected in the provision, and that the other provisions of this
Full Legal Disclaimer remain in full force and effect, in particular as to the governing law and
jurisdiction provision. You agree that regardless of any statute or law to the contrary, any claim
or cause of action arising out of or related to this report or related material must be filed within
one (1) year after the occurrence of the alleged harm that gave rise to such claim or cause of
action, or such claim or cause of action be forever barred.
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